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Abstract

This thesis is concerned with the development and application of

highly efficient Bayesian analysis methods built around the nested

sampling framework. Bayesian analysis methods are already widely

used in astrophysics and cosmology, and are now beginning to gain

acceptance in particle physics phenomenology. As a consequence, con-

siderable effort has been made to develop efficient and robust methods

for performing such analyses.

We describe our “multimodal nested sampling” methods for efficent

analyis of multimodal problems exhibiting highly pronounced degen-

eracies. In particular, we present the MultiNest algorithm and

demonstrate that it makes important savings in computational time

when compared with standard methods.

Cluster of galaxies are the most massive and most recently formed

objects in the hierarchical structure formation of the Universe and

hence, their study is vital in understanding the large scale struc-

ture formation as well in constraining the cosmological parameters.

Latest advances in observational methods have made it possible to

conduct deep surveys of the sky in several wavebands to search for

these clusters. We apply our methods for the extraction and para-

meterization of galaxy clusters from simulated wide–field weak lensing

data–sets. Using the evidence, we present a criterion to quantify the

cluster detection and conclude that the shear selected cluster sample

suffers from severe incompleteness especially at the low mass end. We

also present an algorithm to analyse multi–frequency interferometric

SZ data–sets.



The impending start-up of the Large Hadron Collider (LHC) makes

this a very exciting time for the supersymmetric (SUSY) phenomeno-

logy especially for analyzing different models of SUSY breaking at low

energies e.g. mSUGRA, SplitSUSY, non-universal mSUGRA, AMSB,

etc. Most of these models do not have a simple way of confirmation

and some statistical model comparison will be required on the data

coming from the LHC. We apply the MultiNest technique for the

analysis of mSUGRA model to distinguish between its two branches

(concerned with the sign of µ–the Higgs/higgsino mass parameter).

We conclude that the current data has a moderate preferance for

µ > 0.
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Chapter 1

Bayesian Inference

This first chapter is an attempt to provide an overview of Bayesian analysis. For

a more detailed discussion see e.g. Jaynes (2003); Mackay (2003); Sivia & Skilling

(2006).

1.1 Bayesian Modelling

Throughout this thesis we will be using probabilistic modelling to solve inference

problems.

Let P (x) defines the probability over the values of a discrete random variable

x. P (x) obeys the constraints;

P (x) > 0 ∀x (1.1)

∑

x

P (x) = 1 (1.2)

The first constraint ensures that there are no negative probabilities and the

second ensures that the sum of the probabilities of all the outcomes is one. For

a continuous random variable x, the probabilities P (x) obeys the constraints;

P (x) > 0 ∀x (1.3)

∫

x

P (x) = 1 (1.4)
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1.1 Bayesian Modelling

Two fundamental rules of the probability theory are the sum and the product

rules. The sum rule states that the probability P (X) of a proposition X being

true plus the probability P (X̄) of a proposition X being false is equal to one.

The product rule states that the probability that the propositions X and Y are

both true is equal to the conditional probability of proposition X being true

given that the proposition Y is true multiplied by the probability of proposition

Y being true. Mathematically these two rules can be written as;

P (X|H) + ¯P (X|H) = 1 (1.5)

P (X, Y |H) = P (X|Y, H)P (Y |H) (1.6)

where H denotes the proposition being tested. Bayes’ theorem can be derived

using the product rule and states;

P (X|Y, H) =
P (Y |X, H)P (X|H)

P (Y |H)

P (X|Y, H) ∝ P (Y |X, H)P (X|H) (1.7)

Replacing X by the set of parameters Θ and Y by the observed data D,

Bayes’ theorem becomes:

P (Θ|D, H) ∝ P (D|Θ, H)P (Θ|H)

P (Θ|D, H) ∝ L(Θ)π(Θ) (1.8)

The utility of Eq. 1.8 is immediately obvious. Given a model H , observed

data D and some prior information about the model parameters Θ encoded in

the prior probability distribution π(Θ) ≡ P (Θ|H), one would like to obtain the

posterior distribution P (Θ|D, H) of the parameters by updating the prior using

the data. This can be achieved by using the Bayes’ theorem stated in Eq. 1.8.

The prior π(Θ) represents our belief as to what the parameters of the model are

likely to be before obtaining the data, and can come from a previous observation.

L(Θ) ≡ P (D|Θ, H) is called the likelihood and describes the experimental setup

i.e. the probability of the data being observed given a a set of model parameters.

Another useful feature of Bayesian parameter estimation is that one can easily

obtain the posterior distribution of any function, f , of the model parameters Θ.
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1.2 Marginalization

Since,

Pr(f |D) =

∫
Pr(f,Θ|D)dΘ

=

∫
Pr(f |Θ,D) Pr(Θ|D)dΘ

=

∫
δ(f(Θ) − f) Pr(Θ|D)dΘ (1.9)

where δ(x) is the delta function. Thus one simply needs to compute f(Θ) for

every Monte Carlo sample and the resulting sample will be drawn from Pr(f |D).

1.2 Marginalization

In Bayesian statistics, the N–dimensional posterior distribution described in

Eq. 1.8 constitutes the complete Bayesian inference of the parameter values. If

the inference about an individual parameter is required, then the conditional

posterior distribution of that parameter can be calculated by setting the other

parameters to some fixed values which may be the maximum likelihood or MAP

estimates of these parameters. This conditional distribution does not take the

parameter uncertainties into account and hence the conditional posterior distri-

bution might well be inaccurate. In order to obtain inference for a parameter

θ1, the un–conditional (on other parameters) posterior distribution P (θ1|D, H)

is required. P (θ1|D, H) can be obtained by integrating (marginalizing) the N–

dimensional posterior distribution over all the parameters apart from θ1;

P (θ1|D, H) =

∫
P (θ1, θ2, · · · , θN |D, H)dθ2dθ3 · · · θN (1.10)

1.3 Bayesian Evidence

The denominator P (D|H) in Bayes’ theorem (Eq. 1.7) is called the Bayesian

Evidence. For parameter estimation problems, P (D|H) is usually ignored since

it is independent of the model parameters Θ. In contrast to parameter estimation

problems, in model selection the evidence takes the central role and is simply the
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1.3 Bayesian Evidence

|∆ log E| Odds Probability Remark

< 1.0 . 3 : 1 < 0.750 Inconclusive

1.0 ∼ 3 : 1 0.750 Weak Evidence

2.5 ∼ 12 : 1 0.923 Moderate Evidence

5.0 ∼ 150 : 1 0.993 Strong Evidence

Table 1.1: The scale we use for the interpretation of model probabilities. Here

the log represents the natural logarithm.

factor required to normalize the posterior over Θ:

Z =

∫
L(Θ)π(Θ)dNΘ, (1.11)

where N is the dimensionality of the parameter space. As the average of the

likelihood over the prior, the evidence is larger for a model if more of its para-

meter space is likely and smaller for a model with large areas in its parameter

space having low likelihood values, even if the likelihood function is very highly

peaked. Thus, the evidence automatically implements Occam’s razor: a simpler

theory with compact parameter space will have a larger evidence than a more

complicated one, unless the latter is significantly better at explaining the data.

The question of model selection between two models H0 and H1 can then be

decided by comparing their respective posterior probabilities given the observed

data set D, as follows

P (H1|D)

P (H0|D)
=

P (D|H1)P (H1)

P (D|H0)P (H0)
=

Z1

Z0

P (H1)

P (H0)
, (1.12)

where P (H1)/P (H0) is the prior probability ratio for the two models, which can

often be set to unity but occasionally requires further consideration.

Natural logarithm of the ratio of posterior model probabilities provides a

useful guide to what constitutes a significant difference between two models:

∆ log E = log

[
P (H1|D)

P (H0|D)

]
= log

[
Z1

Z0

P (H1)

P (H0)

]
. (1.13)

We summarise convention we use throughout the thesis in Table 1.1.
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1.4 Combining Data–Sets

While for parameter estimation, the priors become irrelevant once the data

are powerful enough, for model selection the dependence on priors always remains

(although with more informative data the degree of dependence on the priors is

expected to go down, see e.g. Trotta (2008)); indeed this explicit dependence

on priors is one of the most attractive features of Bayesian model selection. Pri-

ors should ideally represent one’s state of knowledge before obtaining the data.

Rather than seeking a unique ‘right’ prior, one should check the robustness of con-

clusions under reasonable variation of the priors. Such a sensitivity analysis is

required to ensure that the resulting model comparison is not overly dependent on

a particular choice of prior and the associated metric in parameter space, which

controls the value of the integral involved in the computation of the Bayesian

evidence (for some relevant cautionary notes on the subject see Cousins (2008)).

One of the most important applications of model selection is to decide whether

the introduction of new parameters is necessary. Frequentist approaches revolve

around the significance test and goodness of fit statistics, where one accepts the

additional parameter based on the improvement in ∆χ2 by some chosen threshold.

It has been shown that such tests can be misleading (see e.g. Gordon & Trotta

2007; Trotta 2007a), not least because they depend only on the values of χ2 at

the best fit point, rather than over the entire allowed range of the parameters.

1.4 Combining Data–Sets

A common problem in probabilistic data analysis is to combine information from

various different sources to obtain inferences on the same set of parameters e.g.

in astrophysics the same galaxy cluster might have been observed through X–ray,

optical and weak lensing methods and one would like to do a joint analysis of all

these data–sets to obtain tighter constraints on the parameters.

Let the data–sets D = {D1,D2, · · ·Dn} provide information on the same set

of parameters Θ. If the data–sets D1,D2, · · ·Dn are independent of one another

then a joint likelihood distribution L(Θ) can be defined as:

L(Θ) ≡ P (D|Θ, H) =
n∏

i=1

P (Di|Θ, H). (1.14)
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1.5 Comparing Data–Sets

This joint likelihood can then be used in the Bayes’ theorem to obtain the pos-

terior distribution of the parameters Θ.

1.5 Comparing Data–Sets

A useful application of Bayesian model selection is in quantifying the consistency

between two or more data sets or constraints (Hobson et al. 2002; Marshall et al.

2006). Different experimental observables may “pull” the model parameters in

different directions and consequently favour different regions of the parameter

space. Any obvious conflicts between the observables are likely to be noticed

by the “chi by eye” method employed to date but it is imperative to have a

method that can quantify these discrepancies. The simplest scenario for analysing

different constraints on a particular model is to assume that all constraints provide

information on the same set of parameter values. We represent this hypothesis by

H1. This is the assumption which underlies the joint analysis of the constraints.

However, if we are interested in accuracy as well as precision then any systematic

differences between constraints should also be taken into account. In the most

extreme case, which we represent by H0, the constraints would be in conflict to

such an extent that each constraint requires its own set of parameter values, since

they are in different regions of parameter space. Bayesian evidence provides a

very easy method of distinguishing between scenarios, H0 and H1. To see this,

we again make use of Eq. 1.12. If we have no reason to favour either of H0 or

H1 over the other, then we can distinguish between these two scenarios using the

following ratio,

R =
P (D|H1)

P (D|H0)
=

P (D|H1)∏
i P (Di|H0)

. (1.15)

Here the numerator represents the joint analysis of all the constraints D =

{D1,D2, . . . ,Dn} while in the denominator the individual constraints D1,D2, . . . ,Dn

are assumed to be independent and are each fit individually to the model, with

a different set of model parameters for each Di. The interpretation of the log R

value can be made in a similar manner to model selection, as discussed in Sec-

tion 1.3. A positive value of log R gives the evidence in favour of the hypothesis

H1 that all the constraints are consistent with each other while a negative value
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1.5 Comparing Data–Sets

would point towards tension between constraints, which prefer different regions

of model parameter space.

In order to motivate the use of Bayesian evidence to quantify the consistency

between different data-sets we apply the method to the classic problem of fitting

a straight line through a set of data points.

1.5.1 Toy Problem

We consider that the true underlying model for some process is a straight line

described by:

y(x) = mx + c, (1.16)

where m is the slope and c is the intercept. We take two independent sets of

measurements D1 and D2 each containing 5 data points. The x value for all these

measurements are drawn from a uniform distribution U(0, 1) and are assumed to

be known exactly.

1.5.1.1 Case I: Consistent Data-Sets

In the first case we consider m = 1, c = 1 and add Gaussian noise with standard

deviation σ1 = 0.1 and σ2 = 0.1 for data-sets D1 and D2 respectively. Hence

both the data-sets provide consistent information on the underlying process.

We assume that the errors σ1 and σ2 on the data-sets D1 and D2 are known

exactly. The likelihood function can then be written as:

L(m, c) ≡ P (D|m, c, H) =
∏

i

P (Di|m, c, H), (1.17)

where

P (Di|m, c, H) =
1√
2πσ2

i

exp[−χ2
i /2] (1.18)

and

χ2
i =

∑

j

(y(xj) − ỹ(xj))
2

σ2
i

. (1.19)

where ỹ(xj) is the predicted value of y at a given xj .

We impose uniform, U(0, 2) priors on both m and c. In Figure 1.1 we show the

data points and the posterior for the analysis assuming the data-sets D1 and D2
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1.5 Comparing Data–Sets
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Figure 1.1: Upper left: Data-sets D1 and D2 drawn from a straight line model

(solid line) with slope m = 1 and intercept c = 1 and subject to independent

Gaussian noise with root mean square σ1 = σ2 = 0.1. Upper right: Posterior

P (m, c|D, H1) assuming that data-sets D1 and D2 are consistent. Lower left:

Posterior P (m, c|D, H1) for data-set D1. Lower right: Posterior P (m, c|D, H1)

for data-set D2. The inner and outer contours enclose 68% and 95% of the total

probability respectively. The true parameter value is indicated by red crosses.
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1.5 Comparing Data–Sets

are consistent. The true parameter value clearly lies inside the contour enclosing

68% of the posterior probability.

In order to quantify the consistency between the data-sets D1 and D2, we

evaluate R as given in Eq. 1.15 which for this case becomes:

R =
P (D1,D2|H1)

P (D1|H0)P (D2|H0)
, (1.20)

where the H1 hypothesis states that the model jointly fits the data-sets D1 and

D2, whereas H0 states that D1 and D2 prefer different regions of parameter space.

We evaluate,

log R = 3.2 ± 0.1, (1.21)

showing strong evidence in favour of H1.

1.5.1.2 Case II: Inconsistent Data-Sets

We now introduce systematic error into the data-set D1 by drawing from an

incorrect straight line model with m = 0 and c = 1.5. Measurements for D2 are

still drawn from a straight line with m = 1 and c = 1. We assume that the errors

σ1 = 0.1 and σ2 = 0.1, for D1 and D2 respectively, are both quoted correctly.

We impose uniform priors, U(−1, 2) and U(0, 2), on m and c respectively. In

Figure 1.2 we show the data points and the posterior for the analysis assuming the

data-sets D1 and D2 are consistent as well as for the analysis with data-sets D1

and D2 taken separately. In spite of the fact that the two sets of true parameter

values define a direction along the natural degeneracy line in the (m, c) plane,

neither of the true parameter values lie inside the contour enclosing 95% of the

posterior probability. Also, it can be seen that there is no overlap between the

posteriors for data-sets D1 and D2 and so both models can be excluded at a high

significance level. We again compute R as given in Eq. 1.20 and evaluate it to

be,

log R = −13.1 ± 0.1, (1.22)

showing strong evidence in favour of H0 i.e. the data-sets D1 and D2 provide

inconsistent information on the underlying model.
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1.5 Comparing Data–Sets
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Figure 1.2: Upper left: Data-sets D1 and D2 drawn from a straight line model

(solid line) with slope m = 0, c = 1.5 and m = 1, c = 1 respectively and

subject to independent Gaussian noise with root mean square σ1 = σ2 = 0.1.

Upper right: Posterior P (m, c|D, H1) assuming that data-sets D1 and D2 are

consistent. Lower left: Posterior P (m, c|D, H1) for data-set D1. Lower right:

Posterior P (m, c|D, H1) for data-set D2. The inner and outer contours enclose

68% and 95% of the total probability respectively. The true parameter values are

indicated by red and black crosses for Data-sets D1 and D2 respectively.
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1.6 Numerical Methods

1.6 Numerical Methods

The calculation of the posterior probability and the evaluation of the Bayesian

evidence is generally not a simple task. Priors and posteriors are often complex

distributions which may not be easily expressed in analytical formulae. The

simplest approach is to evaluate the posterior probability density on a discrete

parameter grid but this approach become impractical even for problems with

very few (& 5) dimensions as the number of posterior probability evaluations

required to produce a fine grid grows exponentially with the dimensionality of

the problem. In the rest of this section, we describe the workhorse of Bayesian

modelling, the Metropolis–Hastings algorithm based on Markov Chain Monte

Carlo (MCMC) sampling and the standard method of evaluating the Bayesian

evidence, “Thermodynamic Integration”.

1.6.1 Markov Chain Monte Carlo (MCMC) Sampling

As discussed in the previous section, the calculation of posterior probability and

the Bayesian evidence present a particularly challenging problems even for mod-

erate dimensional parameter spaces. Rather than evaluating the posterior prob-

ability density on a fine grid, a much more efficient approach is to draw Monte

Carlo samples from the posterior probability distribution such that the number

density of these Monte Carlo samples is equal to the posterior probability density.

Once enough posterior samples have been drawn, a smoothed histogram of these

samples would be a good representation of the posterior density. Another ad-

vantage of the Monte Carlo sampling of the posterior is that the marginalization

is straightforward: simply disregard the “uninteresting” parameters and make a

histogram of the “interesting” parameter sample values.

The Metropolis–Hastings ((Metropolis et al. 1953) provides an elegant solution

to the problem of drawing Monte Carlo samples from the posterior distribution.

Metropolis–Hastings algorithm works by creating a Markov Chain: a series of

random samples (points in the parameter space) whose values are determined

only by the values of previous points in the series. The probability distribution
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1.6 Numerical Methods

of the (i + 1)th point is given as:

pi+1(Θ) =

∫
pi(Θ

′)T (Θ′,Θ)dΘ′, (1.23)

where T (Θ′,Θ) is the transition probability of making a jump from Θ′ to Θ. To

sample from the posterior, the samples are being drawn from the same distribu-

tion at each step and hence Eq. 1.23 becomes:

P (Θ) =

∫
P (Θ′)T (Θ′,Θ)dΘ′. (1.24)

In order to fulfill this condition, detailed balance should be imposed such that;

P (Θ)T (Θ,Θ′) = P (Θ′)T (Θ′,Θ)dΘ′, (1.25)

Substituting Eq. 1.25 into Eq. 1.24;

P (Θ) = P (Θ)

∫
T (Θ,Θ′)dΘ′ = P (Θ). (1.26)

where we have used the normalization condition
∫

T (Θ,Θ′)dΘ′ = 1.

The Markov Chain is generated by Metropolis–Hastings algorithm by first

starting at a random position Θ. At each subsequent step, a new “trial” point

Θ′, is drawn from the proposal distribution Q(Θ′|Θ). This new trial point is

then accepted with probability,

α(Θ′,Θ) = min

(
1,

P (Θ′)Q(Θ|Θ′)

P (Θ)Q(Θ′|Θ)

)
. (1.27)

This acceptance rate ensures that the detailed balance condition in Eq. 1.25 is

satisfied (Metropolis et al. 1953). If the “trial” point Θ′ is not accepted, the

chain stays at the same old position Θ and this process continues. Generally, the

a symmetric proposal distribution is chosen in which case Q(Θ|Θ′) = Q(Θ′|Θ)

and consequently the Metropolis–Hastings acceptance rate becomes:

α(Θ′,Θ) = min

(
1,

P (Θ′)

P (Θ)

)
. (1.28)

In other words, all the proposed uphill moves (to a point with higher posterior

probability) are accepted while the proposed moves downhill (to a point with lower
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1.6 Numerical Methods

posterior probability) are occasionally accepted with probability P (Θ′)/P (Θ).

Consequently, the markov chains spends a lot of time exploring the high pos-

terior probability regions and less amount of time in exploring the smaller pos-

terior probability regions so that the number density of the posterior samples is

proportional to the posterior density.

Since the samples generated by Metropolis–Hastings algorithm are correlated,

it is essential that they should not depend on where the chain started. This is

achieved by an initial period of “burn–in” in which the samples generated are not

included in the posterior samples so that memory of the starting point is lost.

It is clear that the choice of proposal distribution would have a bearing on

the acceptance rate and hence the sampling efficiency. One would like to choose

a proposal distribution resembling the actual posterior distribution so that most

of the proposed points are accepted. In the absence of any knowledge about

the posterior distribution, a multivariate Gaussian distribution centered on the

current point, is usually chosen.

A simple lower bound on the number of steps (accepted moves) required

by Metropolis–Hastings algorithm to explore the whole posterior distribution is

(L/ǫ)2 (Mackay 2003) where L is the largest length scale of the posterior distri-

bution and ǫ is the average step size of the proposal distribution. In practice,

multiple chains are started at random positions and convergence is tested by de-

termining whether the chains agree. Gelman Rubin R statistic (Gelman et al.

1996) can also be calculated to quantify the convergence.

1.6.1.1 Problems with Metropolis–Hastings Algorithm

From the lower bound on the number of steps required by the Metropolis–Hastings

algorithm to reach convergence, (L/ǫ)2, discussed in the previous section, it is

immediately obvious that if the posterior distribution has elongated degeneracies

such that the largest and smallest length scales in the posterior distribution differ

by a large value, a larger step size ǫ would result in a lot of proposed moves being

rejected, while a step size equal to the smallest posterior length scale would give a

higher acceptance rate but a lot of moves would be required to explore the whole of
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1.6 Numerical Methods

posterior distribution. Hence, for posterior distributions, exhibiting degeneracies,

Metropolis–Hastings algorithm would reach convergence very slowly.

For multi–modal distributions with some modes separated by distances greater

than the average length scales in a mode, the choice of proposal distribution poses

a particular problem. Without the knowledge of the presence of multiple modes in

the posterior, one might use a uni–modal Gaussian distribution and consequently

transitions between the modes might be very rare depending on the step size

of the proposal distribution. This may result in chains getting stuck in some

modes. Even the convergence statistic discussed in the previous section would

show convergence if the chains stuck in a mode have converged in that mode,

even though some of the modes have not been explored at all.

1.6.2 Thermodynamic Integration

We now discuss one of the most widely used numerical methods to calculate the

Bayesian evidence (Eq. 1.11).

Naively, one could evaluate the Bayesian evidence by sampling from the pos-

terior using the Metropolis–Hastings algorithm described in the previous section

or any other Monte Carlo technique and then simply evaluate the evidence integ-

ral numerically using the posterior samples produced. In practice however, the

likelihood is generally peaked in a very small region of the prior with likelihood

value many orders of magnitude higher than any of the values at extremes of the

prior space. MCMC would spend a large amount of time in exploring the peak of

the likelihood and move too quickly from extremes of the prior space with very

small value of the likelihood, resulting in not enough samples from these regions

for the contribution to the evidence integral to be accurately calculated and hence

the evidence value thus estimated would be inaccurate.

The dependence of the evidence on the prior requires that the prior space is

adequately sampled, even in regions of low likelihood. To achieve this, the ther-

modynamic integration technique draws MCMC samples not from the posterior

directly but from Lλπ where λ is an inverse temperature that is raised from ≈ 0

to 1 during the “burn–in” phase of sampling. For low values of λ, peaks in the
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1.6 Numerical Methods

posterior are sufficiently suppressed to allow improved mobility of the chain over

the entire prior range.

The evidence can now be defined as a function of the “cooling” parameter λ:

Z(λ) =

∫
LλπdNΘ. (1.29)

For correctly normalized prior, Z(0) = 1. We can use MCMC samples to get an

estimate of the expected value of log L over λ:

〈log L〉λ =

∫
log L.LλπdNΘ∫

LλπdNΘ
. (1.30)

Comparing Eqs. 1.29 and 1.30, we see that,

〈log L〉λ =
1

Z

dZ

dλ
=

d log Z

dλ
, (1.31)

so that the logarithm of the evidence, log Z(1) is given by:

log Z(1) = log Z(0) +

∫ 1

0

d logZ

dλ
dλ =

∫ 1

0

〈log L〉λ dλ. (1.32)

For nλ samples taken at the cooling parameter λ, the evidence can be estimated

as:

log Z(1) ≈ 1

nλ

nλ∑

k=1

log Lk. (1.33)

Thus, the evidence value is obtained at the end of annealing schedule and then

sampling from the posterior can start so the evidence as well as the posterior

samples can be obtained through thermodynamic integration technique.

1.6.2.1 Problems with Thermodynamic Integration

Typically, it is possible to obtain accuracies of within 0.5 units in logZ with

thermodynamic integration, but in cosmological applications it typically requires

of order 106 samples per chain (with around 10 chains required to determine a

sampling error). This makes evidence evaluation at least an order of magnitude

more costly than parameter estimation.

Another problem faced by thermodynamic integration is in navigating through

phase changes as pointed out by Skilling (2004). As λ increases from 0 to 1, one
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Figure 1.3: Proper thermodynamic integration requires the log–likelihood to be

concave like (a), not (b).

hopes that the thermodynamic integration tracks gradually up in L so inwards

in the prior volume X as illustrated in Figure 1.3(a). λ is related to the slope

of log L/ log X curve as d log L/d log X = −1/λ. This requires the logL curve

to be concave as in Figure 1.3(a). If the logL curve is non-concave as in Figure

1.3(b), then increasing λ from 0 to 1 will normally take the samples from A to the

neighbourhood of B where the slope is −1/λ = −1. In order to get the samples

beyond B, λ will need to be taken beyond 1. Doing this will take the samples

around the neighbourhood of the point of inflection C but here thermodynamic

integration sees a phase change and has to jump across, somewhere near F, in

which any practical computation exhibits hysteresis that destroys the calculation

of Z.
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Chapter 2

Multimodal Nested Sampling

The content of this chapter is also presented in Feroz & Hobson (2008).

2.1 Abstract

In performing a Bayesian analysis of astronomical data, two difficult problems

often emerge. First, in estimating the parameters of some model for the data,

the resulting posterior distribution may be multimodal or exhibit pronounced

(curving) degeneracies, which can cause problems for traditional Markov Chain

Monte Carlo (MCMC) sampling methods. Second, in selecting between a set of

competing models, calculation of the Bayesian evidence for each model is compu-

tationally expensive using existing methods such as thermodynamic integration.

The nested sampling method introduced by Skilling (2004), has greatly reduced

the computational expense of calculating evidences and also produces posterior

inferences as a by-product. This method has been applied successfully in cos-

mological applications by Mukherjee et al. (2006), but their implementation was

efficient only for unimodal distributions without pronounced degeneracies. Shaw

et al. (2006b) recently introduced a clustered nested sampling method which is

significantly more efficient in sampling from multimodal posteriors and also de-

termines the expectation and variance of the final evidence from a single run of

the algorithm, hence providing a further increase in efficiency. In this work, we

build on the work of Shaw et al. (2006b) and present three new methods for

sampling and evidence evaluation from distributions that may contain multiple
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modes and significant degeneracies in very high dimensions; we also present an

even more efficient technique for estimating the uncertainty on the evaluated

evidence. These methods lead to a further substantial improvement in sampling

efficiency and robustness, and are applied to two toy problems to demonstrate

the accuracy and economy of the evidence calculation and parameter estima-

tion. Finally, we discuss the use of these methods in performing Bayesian object

detection in astronomical datasets, and show that they significantly outperform

existing MCMC techniques. An implementation of our methods will be publicly

released shortly.

2.2 Introduction

Bayesian inference divides into two categories: parameter estimation and model

selection. Bayesian parameter estimation has been used quite extensively in a

variety of astronomical applications, although standard MCMC methods, such

as the basic Metropolis–Hastings algorithm or the Hamiltonian sampling tech-

nique (see e.g. Mackay 2003), can experience problems in sampling efficiently

from a multimodal posterior distribution or one with large (curving) degeneracies

between parameters. Moreover, MCMC methods often require careful tuning of

the proposal distribution to sample efficiently, and testing for convergence can be

problematic. Bayesian model selection has been hindered by the computational

expense involved in the calculation to sufficient precision of the key ingredient, the

Bayesian evidence (also called the marginalized likelihood or the marginal density

of the data). As the average likelihood of a model over its prior probability space,

the evidence can be used to assign relative probabilities to different models (for

a review of cosmological applications, see Mukherjee et al. (2006)). The exist-

ing preferred evidence evaluation method, again based on MCMC techniques, is

thermodynamic integration (see e.g. Chapter 1 and Ó Ruanaidh & Fitzgerald

1996), which is extremely computationally intensive but has been used success-

fully in astronomical applications (see e.g. Bassett et al. 2004; Beltrán et al.

2005; Bridges et al. 2006a,b; Hobson & McLachlan 2003; Marshall et al. 2003;

Niarchou et al. 2004; Slosar et al. 2003; Trotta 2007a). Some fast approximate

methods have been used for evidence evaluation, such as treating the posterior
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as a multivariate Gaussian centred at its peak (see e.g. Hobson et al. 2002),

but this approximation is clearly a poor one for multimodal posteriors (except

perhaps if one performs a separate Gaussian approximation at each mode). The

Savage–Dickey density ratio has also been proposed (Trotta 2005) as an exact,

and potentially faster, means of evaluating evidences, but is restricted to the

special case of nested hypotheses and a separable prior on the model paramet-

ers. Various alternative information criteria for astrophysical model selection are

discussed by Liddle (2007), but the evidence remains the preferred method.

The nested sampling approach (Skilling 2004) is a Monte Carlo method tar-

getted at the efficient calculation of the evidence, but also produces posterior

inferences as a by-product. In cosmological applications, Mukherjee et al. (2006)

showed that their implementation of the method requires a factor of ∼ 100 fewer

posterior evaluations than thermodynamic integration. To achieve an improved

acceptance ratio and efficiency, their algorithm uses an elliptical bound contain-

ing the current point set at each stage of the process to restrict the region around

the posterior peak from which new samples are drawn. Shaw et al. (2006b) point

out, however, that this method becomes highly inefficient for multimodal pos-

teriors, and hence introduce the notion of clustered nested sampling, in which

multiple peaks in the posterior are detected and isolated, and separate ellipsoidal

bounds are constructed around each mode. This approach significantly increases

the sampling efficiency. The overall computational load is reduced still further

by the use of an improved error calculation (Skilling 2004) on the final evidence

result that produces a mean and standard error in one sampling, eliminating the

need for multiple runs.

In this study, we build on the work of Shaw et al. (2006b), by pursuing further

the notion of detecting and characterizing multiple modes in the posterior from

the distribution of nested samples. In particular, within the nested sampling

paradigm, we suggest three new algorithms (the first two based on sampling from

ellipsoidal bounds and the third on the Metropolis algorithm) for calculating the

evidence from a multimodal posterior with high accuracy and efficiency even when

the number of modes is unknown, and for producing reliable posterior inferences

in this case. The first algorithm samples from all the modes simultaneously and

provides an efficient way of calculating the ‘global’ evidence, while the second and
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2.3 Nested Sampling

third algorithms retain the notion from Shaw et al. (2006b) of identifying each of

the posterior modes and then sampling from each separately. As a result, these

algorithms can also calculate the ‘local’ evidence associated with each mode as

well as the global evidence. All the algorithms presented differ from that of Shaw

et al. (2006b) in several key ways. Most notably, the identification of posterior

modes is performed using the X-means clustering algorithm (Pelleg et al. 2000),

rather than k-means clustering with k = 2; we find this leads to a substantial im-

provement in sampling efficiency and robustness for highly multimodal posteriors.

Further innovations include a new method for fast identification of overlapping

ellipsoidal bounds, and a scheme for sampling consistently from any such overlap

region. A simple modification of our methods also enables efficient sampling from

posteriors that possess pronounced degeneracies between parameters. Finally, we

also present a yet more efficient method for estimating the uncertainty in the cal-

culated (local) evidence value(s) from a single run of the algorithm. The above

innovations mean our new methods constitute a viable, general replacement for

traditional MCMC sampling techniques in astronomical data analysis.

2.3 Nested Sampling

Nested sampling (Skilling 2004) is a Monte Carlo technique aimed at efficient

evaluation of the Bayesian evidence, but also produces posterior inferences as a

by-product. It exploits the relation between the likelihood and prior volume to

transform the multidimensional evidence integral

Z =

∫
L(Θ)π(Θ)dNΘ, (2.1)

into a one-dimensional integral. The ‘prior volume’ X is defined by dX =

π(Θ)dDΘ, so that

X(λ) =

∫

L(Θ)>λ

π(Θ)dDΘ, (2.2)

where the integral extends over the region(s) of parameter space contained within

the iso-likelihood contour L(Θ) = λ. Assuming that L(X), i.e. the inverse of

20



2.3 Nested Sampling

(a) (b)

Figure 2.1: Cartoon illustrating (a) the posterior of a two dimensional problem;

and (b) the transformed L(X) function where the prior volumes Xi are associated

with each likelihood Li.

(2.2), is a monotonically decreasing function of X (which is trivially satisfied for

most posteriors), the evidence integral (2.1) can then be written as

Z =

∫ 1

0

L(X)dX. (2.3)

Thus, if one can evaluate the likelihoods Lj = L(Xj), where Xj is a sequence of

decreasing values,

0 < XM < · · · < X2 < X1 < X0 = 1, (2.4)

as shown schematically in Figure 2.1, the evidence can be approximated numer-

ically using standard quadrature methods as a weighted sum

Z =

M∑

i=1

Liwi. (2.5)

In the following we will use the simple trapezium rule, for which the weights are

given by wi = 1
2
(Xi−1 − Xi+1). An example of a posterior in two dimensions and

its associated function L(X) is shown in Figure 2.1.
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2.3 Nested Sampling

Nested sampling does not experience any problem with phase changes (see

Section 1.6.2.1) and moves steadily down in the prior volume X regardless of

whether the log–likelihood is concave or convex or even differentiable at all.

2.3.1 Evidence Evaluation

The nested sampling algorithm performs the summation (2.5) as follows. To be-

gin, the iteration counter is set to i = 0 and N ‘live’ (or ‘active’) samples are

drawn from the full prior π(Θ) (which is often simply the uniform distribution

over the prior range), so the initial prior volume is X0 = 1. The samples are

then sorted in order of their likelihood and the smallest (with likelihood L0) is

removed from the live set and replaced by a point drawn from the prior subject

to the constraint that the point has a likelihood L > L0. The corresponding

prior volume contained within this iso-likelihood contour will be a random vari-

able given by X1 = t1X0, where t1 follows the distribution P (t) = NtN−1 (i.e.

the probability distribution for the largest of N samples drawn uniformly from

the interval [0, 1]). At each subsequent iteration i, the discarding of the lowest

likelihood point Li in the live set, the drawing of a replacement with L > Li and

the reduction of the corresponding prior volume Xi = tiXi−1 are repeated, until

the entire prior volume has been traversed. The algorithm thus travels through

nested shells of likelihood as the prior volume is reduced.

The mean and standard deviation of log t, which dominates the geometrical

exploration, are:

E[log t] = − 1

N
, σ[log t] =

1

N
. (2.6)

Since each value of log t is independent, after i iterations the prior volume will

shrink down such that log Xi ≈ −(i ±
√

i)/N . Thus, one takes Xi = exp(−i/N).

2.3.2 Stopping Criterion

The nested sampling algorithm should be terminated on determining the evid-

ence to some specified precision. One way would be to proceed until the evidence

estimated at each replacement changes by less than a specified tolerance. This
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could, however, underestimate the evidence in (for example) cases where the pos-

terior contains any narrow peaks close to its maximum. Skilling (2004) provides

an adequate and robust condition by determining an upper limit on the evidence

that can be determined from the remaining set of current active points. By se-

lecting the maximum-likelihood Lmax in the set of active points, one can safely

assume that the largest evidence contribution that can be made by the remaining

portion of the posterior is ∆Zi = LmaxXi, i.e. the product of the remaining prior

volume and maximum likelihood value. We choose to stop when this quantity

would no longer change the final evidence estimate by some user-defined value

(we use 0.1 in log-evidence).

2.3.3 Posterior Inferences

Once the evidence Z is found, posterior inferences can be easily generated using

the full sequence of discarded points from the nested sampling process, i.e. the

points with the lowest likelihood value at each iteration i of the algorithm. Each

such point is simply assigned the weight

pi =
Liwi

Z
. (2.7)

These samples can then be used to calculate inferences of posterior paramet-

ers such as means, standard deviations, covariances and so on, or to construct

marginalized posterior distributions.

2.3.4 Evidence Error Estimation

If we could assign each Xi value exactly then the only error in our estimate of

the evidence would be due to the discretisation of the integral (2.5). Since each

ti is a random variable, however, the dominant source of uncertainty in the final

Z value arises from the incorrect assignment of each prior volume. Fortunately,

this uncertainty can be easily estimated.

Shaw et al. (2006b) made use of the knowledge of the distribution P (ti) from

which each ti is drawn to assess the errors in any quantities calculated. Given
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(a) (b)

(c) (d)

(e)

Figure 2.2: Cartoon of ellipsoidal nested sampling from a simple bimodal distri-

bution. In (a) we see that the ellipsoid represents a good bound to the active

region. In (b)-(d), as we nest inward we can see that the acceptance rate will

rapidly decrease as the bound steadily worsens. Figure (e) illustrates the increase

in efficiency obtained by sampling from each clustered region separately.
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the probability of the vector t = (t1, t2, . . . , tM) as

P (t) =

M∏

i=1

P (ti), (2.8)

one can write the expectation value of any quantity F (t) as

〈F 〉 =

∫
F (t)P (t)dMt. (2.9)

Evaluation of this integral is possible by Monte Carlo methods by sampling a

given number of vectors t and finding the average F . By this method one can

determine the variance of the curve in X − L space, and thus the uncertainty in

the evidence integral
∫

L(X)dX. As demonstrated by Shaw et al. (2006b), this

eliminates the need for any repetition of the algorithm to determine the standard

error on the evidence value; this constitutes a significant increase in efficiency.

In our new methods presented below, however, we use a different error estim-

ation scheme suggested by Skilling (2004); this also provides an error estimate

in a single sampling but is far less computationally expensive and proceeds as

follows. The usual behaviour of the evidence increments Liwi is initially to rise

with iteration number i, with the likelihood Li increasing faster than the weight

wi = 1
2
(Xi−1 − Xi+1) decreases. At some point L flattens off sufficiently that

the decrease in the weight dominates the increase in likelihood, so the increment

Liwi reaches a maximum and then starts to drop with iteration number. Most

of the contribution to the final evidence value usually comes from the iterations

around the maximum point, which occurs in the region of X ≈ e−H , where H is

the negative relative entropy,

H =

∫
log

(
dP

dX

)
dX ≈

M∑

i=1

Liwi

Z
log

(
Li

Z

)
, (2.10)

where P denotes the posterior. Since log Xi ≈ (−i ±
√

i)/N , we expect the

procedure to take about NH ±
√

NH steps to shrink down to the bulk of the

posterior. The dominant uncertainty in Z is due to the Poisson variability NH ±√
NH in the number of steps to reach the posterior bulk. Correspondingly the

accumulated values log Xi are subject to a standard deviation uncertainty of
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√
H/N . This uncertainty is transmitted to the evidence Z through Eq. 2.5, so

that log Z also has standard deviation uncertainty of
√

H/N . Thus, putting the

results together gives

log Z = log

(
M∑

i=1

Liwi

)
±
√

H

N
. (2.11)

Alongside the above uncertainty, there is also the error due to the discret-

isation of the integral in Eq. 2.5. Using the trapezoidal rule, this error will be

O(1/M2), and hence will be negligible given a sufficient number of iterations.

2.4 Ellipsoidal Nested Sampling

The most challenging task in implementing the nested sampling algorithm is

drawing samples from the prior within the hard constraint L > Li at each it-

eration i. Employing a naive approach that draws blindly from the prior would

result in a steady decrease in the acceptance rate of new samples with decreasing

prior volume (and increasing likelihood).

2.4.1 Single Ellipsoid Sampling

Ellipsoidal sampling (Mukherjee et al. 2006) partially overcomes the above prob-

lem by approximating the iso-likelihood contour of the point to be replaced by an

D-dimensional ellipsoid determined from the covariance matrix of the current set

of live points. This ellipsoid is then enlarged by some factor f to account for the

iso-likelihood contour not being exactly ellipsoidal. New points are then selected

from the prior within this (enlarged) ellipsoidal bound until one is obtained that

has a likelihood exceeding that of the discarded lowest-likelihood point. In the

limit that the ellipsoid coincides with the true iso-likelihood contour, the accept-

ance rate tends to unity. An elegant method for drawing uniform samples from

an D-dimensional ellipsoid is given by Shaw et al. (2006b) and is easily extended

to non-uniform priors.
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2.4.2 Recursive Clustering

Ellipsoidal nested sampling as described above is efficient for simple unimodal

posterior distributions, but is not well suited to multimodal distributions. The

problem is illustrated in Figure 2.2, in which one sees that the sampling efficiency

from a single ellipsoid drops rapidly as the posterior value increases (particularly

in higher dimensions). As advocated by Shaw et al. (2006b), and illustrated

in the final panel of the figure, the efficiency can be substantially improved by

identifying distinct clusters of live points that are well separated and constructing

an individual ellipsoid for each cluster. The linear nature of the evidence means it

is valid to consider each cluster individually and sum the contributions provided

one correctly assigns the prior volumes to each distinct region. Since the collection

of N active points is distributed evenly across the prior one can safely assume

that the number of points within each clustered region is proportional to the prior

volume contained therein.

Shaw et al. (2006b) identify clusters recursively. Initially, at each iteration

i of the nested sampling algorithm, k-means clustering (see e.g. Mackay 2003)

with k = 2 is applied to the live set of points to partition them into two clusters

and an (enlarged) ellipsoid is constructed for each one. This division of the live

set will only be accepted if two further conditions are met: (i) the total volume of

the two ellipsoids is less than some fraction of the original pre-clustering ellipsoid

and (ii) clusters are sufficiently separated by some distance to avoid overlapping

regions. If these conditions are satisfied clustering will occur and the number

of live points in each cluster are topped-up to N by sampling from the prior

inside the corresponding ellipsoid, subject to the hard constraint L > Li. The

algorithm then searches independently within each cluster attempting to divide

it further. This process continues recursively until the stopping criterion is met.

Shaw et al. (2006b) also show how the error estimation procedure can be modified

to accommodate clustering by finding the probability distribution of the volume

fraction in each cluster.
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2.5 Improved Ellipsoidal Sampling Methods

In this section, we present two new methods for ellipsoidal nested sampling that

improve significantly in terms of sampling efficiency and robustness on the existing

techniques outlined above, in particular for multimodal distributions and those

with pronounced degeneracies.

2.5.1 General Improvements

We begin by noting several general improvements that are employed by one or

other of our new methods.

2.5.1.1 Identification of Clusters

In both methods, we wish to identify isolated modes of the posterior distribution

without prior knowledge of their number. The only information we have is the

current live point set. Rather than using k-means clustering with k = 2 to par-

tition the points into just two clusters at each iteration, we instead attempt to

infer the appropriate number of clusters from the point set. After experimenting

with several clustering algorithms to partition the points into the optimal num-

ber of clusters, we found X-means (Pelleg & Moore, 2000), G-means (Hamerly &

Elkan, 2003) and PG-means (Feng & Hamerly, 2007) to be the most promising.

X-means partitions the points into the number of clusters that optimizes the

Bayesian Information Criteria (BIC) measure. The G-means algorithm is based

on a statistical test for the hypothesis that a subset of data follows a Gaussian

distribution and runs k-means with increasing k in a hierarchical fashion until

the test accepts the hypothesis that the data assigned to each k-means centre are

Gaussian. PG-means is an extension of G-means that is able to learn the num-

ber of clusters in the classical Gaussian mixture model without using k-means.

We found PG-means to outperform both X-means and G-means, especially in

higher dimensions and if there are cluster intersections, but the method requires

Monte Carlo simulations at each iteration to calculate the critical values of the

Kolmogorov–Smirnov test it uses to check for Gaussianity. As a result, PG-

means is considerably more computationally expensive than both X-means and
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G-means, and this computational cost quickly becomes prohibitive. Comparing

X-means and G-means, we found the former to produce more consistent results,

particularly in higher dimensions. Since we have to cluster the live points at each

iteration of the nested sampling process, we thus chose to use the X-means clus-

tering algorithm. This method performs well overall, but does suffers from some

occasional problems that can result in the number of clusters identified being

more or less than the actual number. We discuss these problems in the context

of both our implementations in Sections 2.5.2 and 2.5.3 but conclude they do

not adversely affect out methods. Ideally, we require a fast and robust clustering

algorithm that always produces reliable results, particularly in high dimensions.

If such a method became available, it could easily be substituted for X-means in

either of our sampling techniques described below.

2.5.1.2 Dynamic Enlargement Factor

Once an ellipsoid has been constructed for each identified cluster such that it

(just) encloses all the corresponding live points, it is enlarged by some factor

f , as discussed in Section 2.4. It is worth remembering that the corresponding

increase in volume is (1+ f)D, where D is the dimension of the parameter space.

The factor f does not, however, have to remain constant. Indeed, as the nested

sampling algorithm moves into higher likelihood regions (with decreasing prior

volume), the enlargement factor f by which an ellipsoid is expanded can be made

progressively smaller. This holds since the ellipsoidal approximation to the iso-

likelihood contour obtained from the N live points becomes increasingly accurate

with decreasing prior volume.

Also, when more than one ellipsoid is constructed at some iteration, the el-

lipsoids with fewer points require a higher enlargement factor than those with a

larger number of points. This is due to the error introduced in the evaluation

of the eigenvalues from the covariance matrix calculated from a limited sample

size. The standard deviation uncertainty in the eigenvalues is given by Girshick

(1939) as follows:

σ(λ̂j) ≈ λj

√
2/n, (2.12)
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where λj denotes the jth eigenvalue and n is the number of points used in the

calculation of the covariance matrix.

The above considerations lead us to set the enlargement factor for the kth

ellipsoid at iteration i as fi,k = f0X
α
i

√
N/nk where N is the total number of live

points, f0 is the initial user–defined enlargement factor (defining the percentage

by which each axis of an ellipsoid enclosing N points, is enlarged), Xi is the prior

volume at the ith iteration, nk is the number of points in the kth cluster, and α

is a value between 0 and 1 that defines the rate at which the enlargement factor

decreases with decreasing prior volume.

2.5.1.3 Detection of Overlapping Ellipsoids

In some parts of our sampling methods, it is important to have a very fast method

to determine whether two ellipsoids intersect, as this operation is performed many

times at each iteration. Rather than applying the heuristic criteria used by Shaw

et al. (2006b), we instead employ an exact algorithm proposed by Alfano &

Greer (2003) which involves the calculation of eigenvalues and eigenvectors of the

covariance matrix of the points in each ellipsoid. Since we have already calculated

these quantities in constructing the ellipsoids, we can rapidly determine if two

ellipsoids intersect at very little extra computational cost.

2.5.1.4 Sampling from Overlapping Ellipsoids

As illustrated earlier in Figure 2.2, for a multimodal distribution multiple ellips-

oids represent a much better approximation to the iso-likelihood contour than a

single ellipsoid containing all the live points. At likelihood levels around which

modes separate, X-means will often partition the point set into a number of dis-

tinct clusters, but the (enlarged) ellipsoids enclosing distinct identified clusters

will tend to overlap (see Figure 2.3) and the partitioning will be discarded. At

some sufficiently higher likelihood level, the corresponding ellipsoids will usually

no longer overlap, but it is wasteful to wait for this to occur. Hence, in both

of our new sampling methods described below it will prove extremely useful to

be able to sample consistently from ellipsoids that may be overlapping, without

biassing the resultant evidence value or posterior inferences.
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Figure 2.3: If the ellipsoids corresponding to different modes are overlapping then

sampling from one ellipsoid, enclosing all the points, can be quite inefficient. Mul-

tiple overlapping ellipsoids present a better approximation to the iso-likelihood

contour of a multimodal distribution.

Suppose at iteration i of the nested sampling algorithm, a set of live points

is partitioned into K clusters by X-means, with the kth cluster having nk points.

Using the covariance matrices of each set of points, each cluster then is enclosed

in an ellipsoid which is then expanded using an enlargement factor fi,k. The

volume Vk of each resulting ellipsoid is then found and one ellipsoid is chosen

with probability pk equal to its volume fraction:

pk = Vk/Vtot, (2.13)

where Vtot =
∑K

k=1 Vk. Samples are then drawn from the chosen ellipsoid until a

sample is found for which the hard constraint L > Li is satisfied, where Li is the

lowest-likelihood value among all the live points under consideration. There is,

of course, a possibility that the chosen ellipsoid overlaps with one or more other

ellipsoids. In order to take an account of this possibility, we find the number of

ellipsoids, ne, in which the sample lies and only accept the sample with probability

1/ne. This provides a consistent sampling procedure in all cases.

2.5.2 Method 1: Simultaneous Ellipsoidal Sampling

This method is built in large part around the above technique for sampling con-

sistently from potentially overlapping ellipsoids. At each iteration i of the nested
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sampling algorithm, the method proceeds as follows. The full set of N live points

is partitioned using X-means, which returns K clusters with n1, n2, . . . , nK points

respectively. For each cluster, the covariance matrix of the points is calculated

and used to construct an ellipsoid that just encloses all the points; each ellipsoid

is then expanded by the enlargement factor fi,k (which can depend on iteration

number i as well as the number of points in the kth ellipsoid, as outlined above).

This results in a set of K ellipsoids e1, e2, . . . , eK at each iteration, which we refer

to as sibling ellipsoids. The lowest-likelihood point (with likelihood Li) from the

full set of N live points is then discarded and replaced by a new point drawn from

the set of sibling ellipsoids, correctly taking into account any overlaps.

It is worth noting that at early iterations of the nested sampling process,

X-means usually identifies only K = 1 cluster and the corresponding (enlarged)

ellipsoid completely encloses the prior range, in which case sampling is performed

from the prior range instead. Beyond this minor inconvenience, it is important

to recognise that any drawbacks of the X-means clustering method have little

impact on the accuracy of the calculated evidence or posterior inferences. We use

X-means only to limit the remaining prior space from which to sample, in order to

increase efficiency. If X-means returns greater or fewer than the desired number

of clusters, one would still sample uniformly from the remaining prior space since

the union of the corresponding (enlarged) ellipsoids would still enclose all the

remaining prior volume. Hence, the evidence calculated and posterior inferences

would remain accurate to within the uncertainties discussed in Section 2.3.4.

2.5.3 Method 2: Clustered Ellipsoidal Sampling

This method is closer in spirit to the recursive clustering technique advocated by

Shaw et al. (2006b). At the ith iteration of the nested sampling algorithm, the

method proceeds as follows. The full set of N live points is again partitioned

using X-means to obtain K clusters with n1, n2, ..., nK points respectively, and

each cluster is enclosed in an expanded ellipsoid as outlined above. In this second

approach, however, each ellipsoid is then tested to determine if it intersects with
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2.5 Improved Ellipsoidal Sampling Methods

any of its sibling ellipsoids or any other non-ancestor ellipsoid1. The nested

sampling algorithm is then continued separately for each cluster contained within

a non-intersecting ellipsoid ek, after in each case (i) topping up the number of

points to N by sampling N − nk points within ek that satisfy L > Li; and (ii)

setting the corresponding remaining prior volume to X
(k)
i = Xi−1(nk/N). Finally,

the remaining set of Nr points contained within the union of the intersecting

ellipsoids at iteration i is topped up to N using the method for sampling from

such a set of ellipsoids outlined in Section 2.5.1.4, and the associated remaining

prior volume is set to Xi = Xi−1(Nr/N).

As expected, in the early stages, X-means again usually identifies only K = 1

cluster and this is dealt with as in Method 1. Once again, the drawbacks of

X-means do not have much impact on the accuracy of the global evidence de-

termination. If X-means finds fewer clusters than the true number of modes,

then some clusters correspond to more than one mode and will have an enclosing

ellipsoid larger than it would if X-means had done a perfect job; this increases

the chances of the ellipsoid intersecting with some of its sibling or non-ancestor

ellipsoids. If this ellipsoid is non-intersecting, then it can still split later and

hence we do not lose accuracy. On the other hand, if X-means finds more clusters

than the true number of modes, it is again likely that the corresponding enclosing

ellipsoids will overlap. It is only in the rare case where some of such ellipsoids

are non-intersecting, that the possibility exists for missing part of the true prior

volume. Our use of an enlargement factor strongly mitigates against this oc-

curring. Indeed, we have not observed such behaviour in any of our numerical

tests.

2.5.4 Evaluating ‘Local’ Evidences

For a multimodal posterior, it can prove useful to estimate not only the total

(global) evidence, but also the ‘local’ evidences associated with each mode of the

distribution. There is inevitably some arbitrariness in defining these quantities,

since modes of the posterior necessarily sit on top of some general ‘background’

1A non-ancestor ellipsoid of ek is any ellipsoid that was non-intersecting at an earlier iter-

ation and does not completely enclose ek.
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in the probability distribution. Moreover, modes lying close to one another in the

parameter space may only ‘separate out’ at relatively high likelihood levels. Non-

etheless, for well-defined, isolated modes, a reasonable estimate of the posterior

volume that each contains (and hence the local evidence) can be defined and es-

timated. Once the nested sampling algorithm has progressed to a likelihood level

such that (at least locally) the ‘footprint’ of the mode is well-defined, one needs

to identify at each subsequent iteration those points in the live set belonging to

that mode. The practical means of performing this identification and evaluating

the local evidence for each mode differs between our two sampling methods.

2.5.4.1 Method 1

The key feature of this method is that at each iteration the full live set of N

points is evolved by replacing the lowest likelihood point with one drawn (con-

sistently) from the complete set of (potentially overlapping) ellipsoids. Thus,

once a likelihood level is reached such that the footprint of some mode is well

defined, to evaluate its local evidence one requires that at each subsequent iter-

ation the points associated with the mode are consistently identified as a single

cluster. If such an identification were possible, at the ith iteration one would

simply proceeds as follows: (i) identify the cluster (contained within the ellipsoid

el) to which the point with the lowest likelihood Li value belongs; (ii) update the

local prior volume of each of the clusters as X
(k)
i = (nk/N)Xi, where nk is the

number of points belonging to the kth cluster and Xi is the total remaining prior

volume; (iii) increment the local evidence of the cluster contained within el by
1
2
Li(X

(l)
i−1 − X

(l)
i+1). Unfortunately, we have found that X-means is not capable of

consistently identifying the points associated with some mode as a single cluster.

Rather, the partitioning of the live point set into clusters can vary appreciably

from one iteration to the next. PG-means produced reasonably consistent results,

but as mentioned above is far too computationally intensive. We are currently

exploring ways to reduce the most computationally expensive step in PG-means

of calculating the critical values for Kolmogorov–Smirnov test, but this is not yet

completed. Thus, in the absence of a fast and consistent clustering algorithm, it

is currently not possible to calculate the local evidence of each mode with our

simultaneous ellipsoidal sampling algorithm.
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2.5 Improved Ellipsoidal Sampling Methods

2.5.4.2 Method 2

The key feature of this method is that once a cluster of points has been identified

such that its (enlarged) enclosing ellipsoid does not intersect with any of its

sibling ellipsoids (or any other non-ancestor ellipsoid), that set of points is evolved

independently of the rest (after topping up the number of points in the cluster

to N). This approach therefore has some natural advantages in evaluating local

evidences. There remain, however, some problems associated with modes that

are sufficiently close to one another in the parameter space that they are only

identified as separate clusters (with non-intersecting enclosing ellipsoids) once

the algorithm has proceeded to likelihood values somewhat larger than the value

at which the modes actually separate. In such cases, the local evidence of each

mode will be underestimated. The simplest solution to this problem would be

to increment the local evidence of each cluster even if its corresponding ellipsoid

intersects with other ellipsoids, but as mentioned above X-means cannot produce

the consistent clustering required. In this case we have the advantage of knowing

the iteration beyond which a non-intersecting ellipsoid is regarded as a separate

mode (or a collection of modes) and hence we can circumvent this problem by

storing information (eigenvalues, eigenvectors, enlargement factors etc.) of all the

clusters identified, as well as the rejected points and their likelihood values, from

the last few iterations. We then attempt to match the clusters in the current

iteration to those identified in the last few iterations, allowing for the insertion

or rejection of points from clusters during the intervening iterations. On finding

a match for some cluster in a previous iteration i′, we check to see which (if any)

of the points discarded between the iteration i′ and the current iteration i were

members of the cluster. For each iteration j (between i′ and i inclusive) where

this occurs, the local evidence of the cluster is incremented by LjXj, where Lj and

Xj are the lowest likelihood value and the remaining prior volume corresponding

to iteration j. This series of operations can be performed quite efficiently; even

storing information as far as back as 15 iterations does not increase the running

time of the algorithm appreciably. Finally, we note that if closely lying modes

have very different amplitudes, the mode(s) with low amplitude may never be
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2.5 Improved Ellipsoidal Sampling Methods

Figure 2.4: Cartoon of the sub-clustering approach used to deal with degen-

eracies. The true iso-likelihood contour contains the shaded region. The large

enclosing ellipse is typical of that constructed using our basic method, whereas

sub-clustering produces the set of small ellipses.

identified as being separate and will eventually be lost as the algorithm moves to

higher likelihood values.

2.5.5 Dealing with Degeneracies

As will be demonstrated in Section 2.7, the above methods are very efficient

and robust at sampling from multimodal distributions where each mode is well-

described at most likelihood levels by a multivariate Gaussian. Such posteriors

might be described colloquially as resembling a ‘bunch of grapes’ (albeit in many

dimensions). In some problems, however, some modes of the posterior might pos-

sess a pronounced curving degeneracy so that it more closely resembles a (multi-

dimensional) ‘banana’. Such features are problematic for all sampling methods,

including our proposed ellipsoidal sampling techniques. Fortunately, we have

found that a simple modification to our methods allows for efficient sampling

even in the presence of pronounced degeneracies.

The essence of the modification is illustrated in Figure 2.4. Consider an

isolated mode with an iso-likelihood contour displaying a pronounced curved de-

generacy. X-means will usually identify all the live points contained within it as
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belonging to a single cluster and hence the corresponding (enlarged) ellipsoid will

represent a very poor approximation. If, however, one divides each cluster identi-

fied by X-means into a set of sub-clusters, one can more accurately approximate

the iso-likelihood contour with many small overlapping ellipsoids and sample from

them using the method outlined in Section 2.5.1.4.

To sample with maximum efficiency from a pronounced degeneracy (partic-

ularly in higher dimensions), one would like to divide every cluster found by

X-means into as many sub-clusters as possible to allow maximum flexibility in

following the degeneracy. In order to be able to calculate covariance matrices,

however, each sub-cluster must contain at least (D + 1) points, where D is the

dimensionality of the parameter space. This in turn sets an upper limit on the

number of sub-clusters.

Sub-clustering is performed through an incremental k-means algorithm with

k = 2. The process starts with all the points assigned to the original cluster. At

iteration i of the algorithm, a point is picked at random from the sub-cluster cj

that contains the most points. This point is then set as the centroid, mi+1, of a

new cluster ci+1. All those points in any of the other sub-clusters that are closer

to mi+1 than the centroid of their own sub-cluster, and whose sub-cluster has

more than (D + 1) points are then assigned to ci+1 and mi+1 is updated. All the

points not belonging to ci+1 are again checked with the updated mi+1 until no

new point is assigned to ci+1. At the end of the iteration i, if ci+1 has less than

(D + 1) points then the points in cj that are closest to mi+1 are assigned to ci+1

until ci+1 has (D + 1) points. In the case that cj has fewer than 2(D + 1) points,

then points are assigned from ci+1 to cj. The algorithm stops when, at the start of

an iteration, the sub-cluster with most points has fewer than 2(D + 1) members,

since that would result in a new sub-cluster with fewer than 2(D+1) points. This

process can result in quite a few sub-clusters with more than 2(D + 1) but less

than 2(D + 1) points and hence there is a possibility for even more sub-clusters

to be formed. This is achieved by finding the sub-cluster cl closest to the cluster,

ck. If the sum of points in cl and ck is greater than or equal to 3(D + 1), an

additional sub-cluster is created out of them.

Finally, we further reduce the possibility that the union of the ellipsoids cor-

responding to different sub-clusters might not enclose the entire remaining prior
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volume as follows. For each sub-cluster ck, we find the one point in each of the

n nearest sub-clusters that is closest to the centroid of ck. Each such point is

then assigned to ck and its original sub-cluster, i.e. it is ‘shared’ between the two

sub-clusters. In this way all the sub-clusters and their corresponding ellipsoids

are expanded, jointly enclosing the whole of the remaining prior volume. In our

numerical simulations, we found setting n = 5 performs well.

2.6 Metropolis Nested Sampling

An alternative method for drawing samples from the prior within the hard con-

straint L > Li where Li is the lowest likelihood value at iteration i, is the stand-

ard Metropolis algorithm (see e.g. Mackay 2003) as suggested in Sivia & Skilling

(2006). In this approach, at each iteration, one of the live points, Θ, is picked

at random and a new trial point, Θ′, is generated using a symmetric proposal

distribution Q(Θ′,Θ). The trial point Θ′ is then accepted with probability

α =





1 if π(Θ′) > π(Θ) and L(Θ′) > Li

π(Θ′)/π(Θ) if π(Θ′) ≤ π(Θ) and L(Θ′) > Li

0 otherwise

(2.14)

A symmetric Gaussian distribution is often used as the proposal distribution. The

dispersion σ of this Gaussian should be sufficiently large compared to the size of

the region satisfying L > Li that the chain is reasonably mobile, but without

being so large that the likelihood constraint stops nearly all proposed moves.

Since an independent sample is required, nstep steps are taken by the Metropolis

algorithm so that the chain diffuses far away from the starting position Θ and

the memory of it is lost. In principle, one could calculate convergence statistics

to determine at which point the chain is sampling from the target distribution.

Sivia & Skilling (2006) propose, however, that one should instead simply take

nstep ≈ 20 steps in all cases. The appropriate value of σ tends to diminish as the

nested algorithm moves towards higher likelihood regions and decreasing prior

mass. Hence, the value of σ is updated at the end of each nested sampling

iteration, so that the acceptance rate is around 50%, as follows:

σ →
{

σe1/Na if Na > Nr

σe−1/Nr if Na ≤ Nr
, (2.15)
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where Na and Nr are the numbers of accepted and rejected samples in the latest

Metropolis sampling phase.

In principle, this approach can be used quite generally and does not require

any clustering of the live points or construction of ellipsoidal bounds. In order to

facilitate the evaluation of ‘local’ evidences, however, we combine this approach

with the clustering process performed in Method 2 above to produce a hybrid

algorithm, which we describe below. Moreover, as we show in Section 2.7.1,

this hybrid approach is significantly more efficient in sampling from multimodal

posteriors than using just the Metropolis algorithm without clustering.

At each iteration of the nested sampling process, the set of live points is par-

titioned into clusters, (enlarged) enclosing ellipsoids are constructed, and overlap

detection is performed precisely in the clustered ellipsoidal method. Once again,

the nested sampling algorithm is then continued separately for each cluster con-

tained within a non-intersecting ellipsoid ek. This proceeds by (i) topping up the

number of points in each cluster to N by sampling N − nk points that satisfy

L > Li using the Metropolis method described above, and (ii) setting the cor-

responding remaining prior mass to X
(k)
i = Xi−1(nk/N). Prior to topping up a

cluster in step (i), a ‘mini’ burn-in is performed during which the width σk of the

proposal distribution is adjusted as described above; the width σk is then kept

constant during the topping-up step.

During the sampling the starting point Θ for the random walk is chosen by

picking one of the ellipsoids with probability pk equal to its volume fraction:

pk = Vk/Vtot, (2.16)

where Vk is the volume occupied by the ellipsoid ek and Vtot =
∑K

k=1 Vk, and then

picking randomly from the points lying inside the chosen ellipsoid. This is done

so that the number of points inside the modes is proportional to the prior volume

occupied by those modes. We also supplement the condition (Eq. 2.14) for a

trial point to be accepted by the requirement that it must not lie inside any of

the non-ancestor ellipsoids in order to avoid over-sampling any region of the prior

space. Moreover, in step (i) if any sample accepted during the topping-up step

lies outside its corresponding (expanded) ellipsoid, then that ellipsoid is dropped

from the list of those to be explored as an isolated likelihood region in the current
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iteration since that would mean that the region has not truly separated from the

rest of the prior space.

Metropolis nested sampling can be quite efficient in higher-dimensional prob-

lems as compared with the ellipsoidal sampling methods since, in such cases,

even a small region of an ellipsoid lying outide the true iso-likelihood contour

would occupy a large volume and hence result in a large drop in efficiency. Met-

ropolis nested sampling method does not suffer from this curse of dimensionality

as it only uses the ellipsoids to separate the isolated likelihood regions and con-

sequently the efficiency remains approximately constant at ∼ 1/nstep, which is

5 per cent in our case. This will be illustrated in the next section in which

Metropolis nested sampling is denoted as Method 3.

2.7 Applications

In this section we apply the three new algorithms discussed in the previous sec-

tions to two toy problems to demonstrate that they indeed calculate the Bayesian

evidence and make posterior inferences accurately and efficiently.

2.7.1 Toy Model 1

For our first example, we consider the problem investigated by Shaw et al. (2006b)

as their Toy Model II, which has a posterior of known functional form so that

an analytical evidence is available to compare with those found by our nested

sampling algorithms. The two-dimensional posterior consists of the sum of 5

Gaussian peaks of varying width, σk, and amplitude, Ak, placed randomly within

the unit circle in the xy-plane. The parameter values defining the Gaussians are

listed in Table 2.1, leading to an analytical total log-evidence log Z = −5.271.

The analytical ‘local’ log-evidence associated with each of the 5 Gaussian peaks

is also shown in the table.

The results of applying Method 1 (simultaneous ellipsoidal sampling), Method

2 (clustered ellipsoidal sampling) to this problem are illustrated in Figures 2.5

and 2.6 respectively; a very similar plot to Figure 2.6 is obtained for Method

3 (Metropolis nested sampling). For all three methods, we used N = 300 live
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Figure 2.5: Toy Model 1a: a two-dimensional posterior consisting of the sum of 5

Gaussian peaks of varying width and height placed randomly in the unit circle in

the xy-plane. The dots denote the set of live points at each successive likelihood

level in the nested sampling algorithm using Method 1 (simultaneous ellipsoidal

sampling).

Peak X Y A σ Local log Z

1 −0.400 −0.400 0.500 0.010 −9.210

2 −0.350 0.200 1.000 0.010 −8.517

3 −0.200 0.150 0.800 0.030 −6.543

4 0.100 −0.150 0.500 0.020 −7.824

5 0.450 0.100 0.600 0.050 −5.809

Table 2.1: The parameters Xk, Yk, Ak, σk defining the 5 Gaussians in Figure 2.5.

The log-volume (or local log-evidence) of each Gaussian is also shown.
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Figure 2.6: As in Figure 2.5, but using Method 2 (clustered ellipsoidal sampling).

The different colours denote points assigned to isolated clusters as the algorithm

progresses.

Toy model 1a Method 1 Method 2 Method 3 Shaw et al. (2006b)

log Z −5.247 −5.178 −5.358 −5.296

Error 0.110 0.112 0.115 0.084

Nlike 39,911 12,569 161,202 101,699

Table 2.2: The calculated global log-evidence, its uncertainty and the number

of likelihood evaluations required in analysing Toy model 1a using Method 1

(simultaneous nested sampling), Method 2 (clustered ellipsoidal sampling) and

the recursive clustering method described by Shaw et al. (2006b). The values

correspond to a single run of each algorithm. The analytical global log-evidence

is −5.271.
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points, switched off the sub-clustering modification (for methods 1 and 2) outlined

in Section 2.5.5, and assumed a flat prior within the unit circle for the parameters

X and Y in this two-dimensional problem. In each figure, the dots denote the set

of live points at each successive likelihood level in the nested sampling algorithm.

For methods 2 and 3, the different colours denote points assigned to isolated

clusters as the algorithm progresses. We see that all three algorithms sample

effectively from all the peaks, even correctly isolating the narrow Gaussian peak

(cluster 2) superposed on the broad Gaussian mode (cluster 3).

The global log-evidence values, their uncertainties and the number of likeli-

hood evaluations required for each method are shown in Table 2.2. Methods 1,

2 and 3, all produce evidence values that are accurate to within the estimated

uncertainties. Also, listed in the table are the corresponding quantities obtained

by Shaw et al. (2006b), which are clearly consistent. Of particular interest, is the

number of likelihood evaluations required to produce these evidence estimates.

Methods 1 and 2 made around 40,000 and 10,000 likelihood evaluations respect-

ively, whereas the Shaw et al. (2006b) method required more than 3 times this

number (in all cases just one run of the algorithm was performed, since multiple

runs are not required to estimate the uncertainty in the evidence). Method 3 re-

quired about 170,000 likelihood evaluations since its efficiency remains constant

at around 6.7%. It should be remembered that Shaw et al. (2006b) showed that

using thermodynamic integration, and performing 10 separate runs to estimate

the error in the evidence, required ∼ 3.6 × 106 likelihood evaluations to reach

the same accuracy. As an aside, we also investigated a ‘vanilla’ version of the

Metropolis nested sampling approach, in which no clustering was performed. In

this case, over 570,000 likelihood evaluations were required to estimate the evid-

ence to the same accuracy. This drop in efficiency relative to Method 3 resulted

from having to sample inside different modes using a proposal distribution with

the same width σ in every case. This leads to a high rejection rate inside narrow

modes and random walk behaviour in the wider modes. In higher dimensions

this effect will be exacerbated. Consequently, the clustering process seems cru-

cial for sampling efficiently from multimodal distributions of different sizes using

Metropolis nested sampling.
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Peak X Y Local log Z

1 −0.400 ± 0.002 −0.400 ± 0.002 −9.544 ± 0.162

2 −0.350 ± 0.002 0.200 ± 0.002 −8.524 ± 0.161

3 −0.209 ± 0.052 0.154 ± 0.041 −6.597 ± 0.137

4 0.100 ± 0.004 −0.150 ± 0.004 −7.645 ± 0.141

5 0.449 ± 0.011 0.100 ± 0.011 −5.689 ± 0.117

Table 2.3: The inferred mean values of X and Y and the local evidence for each

Gaussian peak in Toy model 1a using Method 2 (clustered ellipsoidal sampling).

Using methods 2 (clustered ellipsoidal sampling) and 3 (Metropolis sampling)

it is possible to calculate the ‘local’ evidence and make posterior inferences for

each peak separately. For Method 2, the mean values inferred for the parameters

X and Y and the local evidences thus obtained are listed in Table 2.3, and clearly

compare well with the true values given in Table 2.1. Similar results were obtained

using Method 3.

In real applications the parameter space is usually of higher dimension and

different modes of the posterior may vary in amplitude by more than an order of

magnitude. To investigate this situation, we also considered a modified problem in

which three 10-dimensional Gaussians are placed randomly in the unit hypercube

[0, 1] and have amplitudes differing by two orders of magnitude. We also make one

of the Gaussians elongated. The analytical local log-evidence values and those

found by applying Method 2 (without sub-clustering) and Method 3 are shown

in Table 2.4. We used N = 600 live points with both of our methods.

We see that both methods detected all 3 Gaussians and calculated their evid-

ence values with reasonable accuracy within the estimated uncertainties. Method

2 required ∼ 4 times fewer likelihood calculations than Method 3, since in this

problem the ellipsoidal methods can still achieve very high efficiency (28 per cent),

while the efficiency of the Metropolis method remains constant (5 per cent) as

discussed in Section 2.6.
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Toy model 1b Real Value Method 2 Method 3

log Z 4.66 4.47±0.20 4.52±0.20

local log Z1 4.61 4.38±0.20 4.40±0.21

local log Z2 1.78 1.99±0.21 2.15±0.21

local log Z3 0.00 0.09±0.20 0.09±0.20

Nlike 130,529 699,778

Table 2.4: The true and estimated global log-evidence, local log-evidence and

number of likelihood evaluations required in analysing Toy model 1b using

Method 2 (clustered ellipsoidal sampling) and Method 3 (Metropolis sampling).

2.7.2 Toy Model 2

We now illustrate the capabilities of our methods in sampling from a posterior

containing multiple modes with pronounced (curving) degeneracies in high di-

mensions. Our toy problem is based on that investigated by Allanach & Lester

(2007), but we extend it to more than two dimensions.

The likelihood function is defined as,

L(Θ) = circ(Θ; c1, r1, w1) + circ(Θ; c2, r2, w2), (2.17)

where

circ(Θ; c, r, w) =
1√

2πw2
exp

[
−(|Θ − c| − r)2

2w2

]
. (2.18)

In 2-dimensions, this toy distribution represents two well separated rings, centred

on the points c1 and c2 respectively, each of radius r and with a Gaussian ra-

dial profile of width w (see Figure 2.7). With a sufficiently small w value, this

distribution is representative of the likelihood functions one might encounter in

analysing forthcoming particle physics experiments in the context of beyond-the-

Standard-Model paradigms; in such models the bulk of the probability lies within

thin sheets or hypersurfaces through the full parameter space.

We investigate the above distribution up to a 100-dimensional parameter space

Θ. In all cases, the centers of the two rings are separated by 7 units in the

parameter space, and we take w1 = w2 = 0.1 and r1 = r2 = 2. We make r1

and r2 equal, since in higher dimensions any slight difference between these two
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Figure 2.7: Toy model 2: a two-dimensional example of the likelihood function

defined in (2.17) and (2.18).

would result in a vast difference between the volumes occupied by the rings and

consequently the ring with the smaller r value would occupy vanishingly small

probability volume making its detection almost impossible. It should also be

noted that setting w = 0.1 means the rings have an extremely narrow Gaussian

profile and hence they represent an ‘optimally difficult’ problem for our ellipsoidal

nested sampling algorithms, even with sub-clustering, since many tiny ellipsoids

are required to obtain a sufficiently accurate representation of the iso-likelihood

surfaces. For the two-dimensional case, with the parameters described above, the

likelihood function is that shown in Figure 2.7.

Sampling from such a highly non-Gaussian and curved distribution can be

very difficult and inefficient, especially in higher dimensions. In such problems a

re-parameterization is usually performed to transform the distribution into one

that is geometrically simpler (see e.g. Dunkley et al. 2005 and Verde et al. 2003),

but such approaches are generally only feasible in low-dimensional problems. In

general, in D dimensions, the transformations usually employed introduce D − 1

additional curvature parameters and hence become rather inconvenient. Here, we

choose not to attempt a re-parameterization, but instead sample directly from
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Figure 2.8: Toy Model 2: a two-dimensional posterior consisting of two rings with

narrow Gaussian profiles as defined in equation 2.18. The dots denote the set of

live points at each successive likelihood level in the nested sampling algorithm

using Method 2 (with sub-clustering).

the distribution.

47



2
.7

A
p
p
lic

a
tio

n
s

Analytical Method 2 (with sub-clustering) Method 3

D log Z local log Z log Z local log Z1 local log Z2 log Z local log Z1 local log Z2

2 −1.8 −2.4 −1.7 ± 0.1 −2.4 ± 0.1 −2.4 ± 0.1 −1.6 ± 0.1 −2.4 ± 0.1 −2.3 ± 0.1

5 −5.7 −6.4 −5.8 ± 0.1 −6.5 ± 0.1 −6.5 ± 0.1 −5.7 ± 0.1 −6.4 ± 0.1 −6.4 ± 0.1

10 −14.6 −15.3 −14.5 ± 0.2 −15.3 ± 0.2 −15.1 ± 0.2 −14.3 ± 0.2 −15.0 ± 0.2 15.0 ± 0.2

20 −36.1 −36.8 −35.6 ± 0.3 −36.2 ± 0.3 −36.2 ± 0.3 −36.2 ± 0.3 −36.8 ± 0.3 −37.1 ± 0.3

30 −60.1 −60.8 −60.5 ± 0.4 −61.7 ± 0.4 −60.9 ± 0.4

50 −112.4 −113.1 −112.3 ± 0.5 −112.6 ± 0.5 −113.5 ± 0.5

70 −168.2 −168.9 −167.7 ± 0.6 −168.0 ± 0.6 −169.3 ± 0.7

100 −255.6 −256.3 −253.7 ± 0.8 −254.2 ± 0.8 −254.8 ± 0.8

Table 2.5: The true and estimated global and local log Z for toy model 3, as a function of the dimensions D of the

parameter space, using Method 2 (with sub-clustering) and Method 3.
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Applying the ellipsoidal nested sampling approaches (methods 1 and 2) to

this problem without using the sub-clustering modification would result in highly

inefficient sampling as the enclosing ellipsoid would represent an extremely poor

approximation to the ring. Thus, for this problem, we use Method 2 with sub-

clustering and Method 3 (Metropolis nested sampling). We use 400 live points

in both algorithms. The sampling statistics are listed in Table 2.5 and Table

2.6 respectively. The 2-dimensional sampling results using Method 2 (with sub-

clustering) are also illustrated in Figure 2.8, in which the set of live points at each

successive likelihood level is plotted; similar results are obtained using Method 3.

We see that both methods produce reliable estimates of the global and local

evidences as the dimension D of the parameter space increases. As seen in Table

2.6, however, the efficiency of Method 2, even with sub-clustering, drops signific-

antly with increasing dimensionality. As a result, we do not explore the problem

with method 2 for dimensions greater than D = 20. This drop in efficiency is

caused by (a) in higher dimensions even a small region of an ellipsoid that lies

outside the true iso-likelihood contour occupies a large volume and hence results

in a drop in sampling efficiency; and (b) in D dimensions, the minimum num-

ber of points in an ellipsoid can be (D + 1), as discussed in Section 2.5.5, and

consequently with a given number of live points, the number of sub-clusters de-

creases with increasing dimensionality, resulting in a poor approximation to the

highly curved iso-likelihood contour. Nonetheless, Method 3 is capable of ob-

taining evidence estimates with reasonable efficiency up to D = 100, and should

continue to operate effectively at even higher dimensionality.

2.8 Bayesian Object Detection

We now consider how our multimodal nested sampling approaches may be used

to address the difficult problem of detecting and characterizing discrete objects

hidden in some background noise. A Bayesian approach to this problem in an

astrophysical context was first presented by Hobson & McLachlan (2003; herein-

after HM03), and our general framework follows this closely. For brevity, we will

consider our data vector D to denote the pixel values in a single image in which
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Method 2 (with sub-clustering) Method 3

D Nlike Efficiency Nlike Efficiency

2 27, 658 15.98% 76, 993 6.07%

5 69, 094 9.57% 106, 015 6.17%

10 579, 208 1.82% 178, 882 5.75%

20 43, 093, 230 0.05% 391, 113 5.31%

30 572, 542 5.13%

50 1, 141, 891 4.95%

70 1, 763, 253 4.63%

100 3, 007, 889 4.45%

Table 2.6: The number of likelihood evaluations and sampling efficiency for

Method 2 (with sub-clustering) and Method 3 when applied to toy model 3,

as a function of the dimension D of the parameter space

we wish to search for discrete objects, although D could equally well represent

the Fourier coefficients of the image, or coefficients in some other basis.

2.8.1 Discrete Objects in Background

Let us suppose we are interested in detecting and characterizing some set of (two-

dimensional) discrete objects, each of which is described by a template τ(x; a),

which is parametrised in terms of a set of parameters a that might typically

denote (collectively) the position (X, Y ) of the object, its amplitude A and some

measure R of its spatial extent. In particular, in this example we will assume

circularly-symmetric Gaussian-shaped objects defined by

τ(x; a) = A exp

[
−(x − X)2 + (y − Y )2

2R2

]
, (2.19)

so that a = {X, Y, A, R}. If Nobj such objects are present and the contribution

of each object to the data is additive, we may write

D = n +

Nobj∑

k=1

s(ak), (2.20)
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Figure 2.9: The toy model discussed in Section 2.8.2. The 200 × 200 pixel test

image (left panel) contains 8 Gaussian objects of varying widths and amplitudes;

the parameters Xk, Yk, Ak and Rk for each object are listed in Table 2.7. The

right panel shows the corresponding data map with independent Gaussian noise

added with an rms of 2 units.

where s(ak) denotes the contribution to the data from the kth discrete object and

n denotes the generalised ‘noise’ contribution to the data from other ‘background’

emission and instrumental noise. Clearly, we wish to use the data D to place con-

straints on the values of the unknown parameters Nobj and ak (k = 1, . . . , Nobj).

2.8.2 Simulated Data

Our underlying model and simulated data are shown in Figure 2.9, and are similar

to the example considered by HM03. The left panel shows the 200 × 200 pixel

test image, which contains 8 Gaussian objects described by Eq. (2.19) with the

parameters Xk, Yk, Ak and Rk (k = 1, ..., 8) listed in Table 2.7. The X and

Y coordinates are drawn independently from the uniform distribution U(0, 200).

Similarly, the amplitude A and size R of each object are drawn independently

from the uniform distributions U(1, 2) and U(3, 7) respectively. We multiply the

amplitude of the first object by 10 to see how sensitive our nested sampling

methods are to this order of magnitude difference in amplitudes. The simulated
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Object X Y A R

1 43.71 22.91 10.54 3.34

2 101.62 40.60 1.37 3.40

3 92.63 110.56 1.81 3.66

4 183.60 85.90 1.23 5.06

5 34.12 162.54 1.95 6.02

6 153.87 169.18 1.06 6.61

7 155.54 32.14 1.46 4.05

8 130.56 183.48 1.63 4.11

Table 2.7: The parameters Xk, Yk, Ak and Rk (k = 1, ..., 8) defining the Gaussian

shaped objects in Figure 2.9.

data map is created by adding independent Gaussian pixel noise with an rms of

2 units. This corresponds to a pixel signal-to-noise ratio 0.5-1 as compared to

the peak amplitude of each object (ignoring the first object). It can be seen from

the figure that with this level of noise, apart from the first object, only a few

objects are (barely) visible with the naked eye and there are certain areas where

the noise conspires to give the impression of an object where none is present.

This toy problem thus presents a considerable challenge for any object detection

algorithm.

2.8.3 Defining the Posterior Distribution

As discussed in HM03, in analysing the above simulated data map the Bayesian

purist would attempt to infer simultaneously the full set of parameters Θ ≡
(Nobj, a1, a2, . . . , aNobj

). The crucial complication inherent to this approach is

that the length of the parameter vector Θ is variable, since it depends on the

unknown value Nobj. Thus any sampling based approach must be able to move

between spaces of different dimensionality, and such techniques are investigated

in HM03.

An alternative approach, also discussed by HM03, is simply to set Nobj = 1.

In other words, the model for the data consists of just a single object and so the
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2.8 Bayesian Object Detection

full parameter space under consideration is a = {X, Y, A, R}, which is fixed and

only 4-dimensional. Although fixing Nobj = 1, it is important to understand that

this does not restrict us to detecting just a single object in the data map. Indeed,

by modelling the data in this way, we would expect the posterior distribution

to possess numerous local maxima in the 4-dimensional parameter space, each

corresponding to the location in this space of one of the objects present in the

image. HM03 show this vastly simplified approach is indeed reliable when the

objects of interest are spatially well-separated, and so for illustration we adopt

this method here.

In this case, if the background ‘noise’ n is a statistically homogeneous Gaus-

sian random field with covariance matrix N = 〈nnt〉, then the likelihood function

takes the form

L(a) =
exp

{
−1

2
[D − s(a)]t N−1 [D − s(a)]

}

(2π)Npix/2 |N|1/2
. (2.21)

In our simple problem the background is just independent pixel noise, so N = σ2I,

where σ is the noise rms. The prior on the parameters is assumed to be separable,

so that

π(a) = π(X)π(Y )π(A)π(R). (2.22)

The priors on X and Y are taken to be the uniform distribution U(0, 200), whereas

the priors on A and R are taken as the uniform distributions U(1, 12.5) and U(2, 9)

respectively.

The problem of object identification and characterization then reduces to

sampling from the (unnormalised) posterior to infer parameter values and calcu-

lating the ‘local’ Bayesian evidence for each detected object to assess the prob-

ability that it is indeed real. In the most straightforward approach, the two

competing models between which we must select are H0 = ‘the detected object

is fake (A = 0)’ and H1 = ‘the detected object is real (A > 0)’. One could, of

course, consider alternative definitions of these hypotheses, such as setting H0:

A ≤ Alim and H1: A > Alim, where Alim is some (non-zero) cut-off value below

which one is not interested in the identified object.
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Figure 2.10: The set of live points, projected into the (X, Y )-subspace, at each

successive likelihood level in the nested sampling in the analysis of the data map

in Figure 2.9(right panel) using: (a) Method 1 (no sub-clustering); (b) Method 2

(no sub-clustering); and (c) Method 3. In (b) and (c) the different colours denote

points assigned to isolated clusters as the algorithm progresses.
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2.8.4 Results

Since Bayesian object detection is of such interest, we analyse this problem using

methods 1, 2 and 3. For methods 1 and 2, do not use sub-clustering, since the

posterior peaks are not expected to exhibit pronounced (curving) degeneracies.

We use 400 live points with method 1 and 300 with methods 2 and 3. In methods

1 and 2, the initial enlargement factor was set to f0 = 0.3.

In Figure 2.10 we plot the live points, projected into the (X, Y )-subspace,

at each successive likelihood level in the nested sampling algorithm (above an

arbitrary base level) for each method. For the methods 2 and 3 results, plotted

in panel (b) and (c) respectively, the different colours denote points assigned to

isolated clusters as the algorithm progresses; we note that the base likelihood level

used in the figure was chosen to lie slightly below that at which the individual

clusters of points separate out. We see from the figure, that all three approaches

have successfully sampled from this highly multimodal posterior distribution.

As discussed in HM03, this represents a very difficult problem for traditional

MCMC methods, and illustrates the clear advantages of our methods. In detail,

the figure shows that samples are concentrated in 8 main areas. Comparison with

Figure 2.9 shows that 7 of these regions do indeed correspond to the locations

of the real objects (one being a combination of two real objects), whereas the

remaining cluster corresponds to a ‘conspiration’ of the background noise field.

The CPU time required for Method 1 was only ∼ 5 minutes on a single Itanium

2 (Madison) processor of the Cosmos supercomputer; each processor has a clock

speed of 1.3 GHz, a 3Mb L3 cache and a peak performance of 5.2 Gflops.

The global evidence results are summarised in Table 2.8. We see that all three

approaches yield consistent values within the estimated uncertainties, which is

very encouraging given their considerable algorithmic differences. We note, in

particular, that Method 3 required more than 6 times the number of likelihood

evaluations as compared to the ellipsoidal methods. This is to be expected given

the non-degenerate shape of the posterior modes and the low-dimensionality of

this problem. The global evidence value of ∼ −84765 may be interpreted as

corresponding to the model H1 = ‘there is a real object somewhere in the image’.

Comparing this with the ‘null’ evidence value ∼ −85219 for H0 = ‘there is no
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Method 1 Method 2 Method 3

(no sub-clustering) (no sub-clustering)

log Z −84765.63 −84765.41 −84765.45

Error 0.20 0.24 0.24

Nlike 55,521 74,668 478,557

Table 2.8: Summary of the global evidence estimates for toy model 3 and the

number of likelihood evaluations required using different sampling methods. The

‘null’ log-evidence for the model in which no object is present is −85219.44.

Cluster local log Z X Y A R

1 −84765.41 ± 0.24 43.82 ± 0.05 23.17 ± 0.05 10.33 ± 0.15 3.36 ± 0.03

2 −85219.61 ± 0.19 100.10 ± 0.26 40.55 ± 0.32 1.93 ± 0.16 2.88 ± 0.15

3 −85201.61 ± 0.21 92.82 ± 0.14 110.17 ± 0.16 3.77 ± 0.26 2.42 ± 0.13

4 −85220.34 ± 0.19 182.33 ± 0.48 85.85 ± 0.43 1.11 ± 0.07 4.85 ± 0.30

5 −85194.16 ± 0.19 33.96 ± 0.36 161.50 ± 0.35 1.56 ± 0.09 6.28 ± 0.29

6 −85185.91 ± 0.19 155.21 ± 0.31 169.76 ± 0.32 1.69 ± 0.09 6.48 ± 0.24

7 −85216.31 ± 0.19 154.87 ± 0.32 31.59 ± 0.22 1.98 ± 0.17 3.16 ± 0.20

8 −85223.57 ± 0.21 158.12 ± 0.17 96.17 ± 0.19 2.02 ± 0.10 2.15 ± 0.09

Table 2.9: The mean and standard deviation of the evidence and inferred object

parameters Xk, Yk, Ak and Rk for toy model 4 using Method 2.
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real object in the image’, we see that H1 is strongly favoured, with a log-evidence

difference of ∆ log Z ∼ 454.

In object detection, however, one is more interested in whether or not to

believe the individual objects identified. As discussed in Sections 2.5.3 and 2.5.4,

using Method 2 and Method 3, samples belonging to each identified mode can be

separated and local evidences and posterior inferences calculated. In Table 2.9,

for each separate cluster of points, we list the mean and standard error of the

inferred object parameters and the local log-evidence obtained using method 2;

similar results are obtained from Method 3. Considering first the local evidences

and comparing them with the ‘null’ evidence of −85219.44, we see that all the

identified clusters should be considered as real detections, except for cluster 8.

Comparing the derived object parameters with the inputs listed in Table 2.7, we

see that this conclusion is indeed correct. Moreover, for the 7 remaining clusters,

we see that the derived parameter values for each object are consistent with the

true values.

It is worth noting, however, that cluster 6 does in fact correspond to the real

objects 6 and 8, as listed in Table 2.7. This occurs because object 8 lies very close

to object 6, but has a much lower amplitude. Although one can see a separate

peak in the posterior at the location of object 8 in Figure 2.10(c) (indeed this is

visible in all three panels), Method 2 was not able to identify a separate, isolated

cluster for this object. Thus, one drawback of clustered ellipsoidal sampling

method is that it may not identify all objects in a set lying very close together and

with very different amplitudes. This problem can be overcome by increasing the

number of objects assumed in the model from Nobj = 1 to some appropriate larger

value, but we shall not explore this further here. It should be noted however,

that failure to separate out every real object has no impact on the accuracy of

the estimated global evidence, since the algorithm still samples from a region that

includes all the objects.

2.9 Discussion and Conclusions

In this work, we have presented various methods that allow the application of

the nested sampling algorithm (Skilling, 2004) to general distributions, particu-
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lar those with multiple modes and/or pronounced (curving) degeneracies. As a

result, we have produced a general Monte Carlo technique capable of calculat-

ing Bayesian evidence values and producing posterior inferences in an efficient

and robust manner. As such, our methods provide a viable alternative to MCMC

techniques for performing Bayesian analyses of astronomical data sets. Moreover,

in the analysis of a set of toy problems, we demonstrate that our methods are

capable of sampling effectively from posterior distributions that have traditionally

caused problems for MCMC approaches. Of particular interest is the excellent

performance of our methods in Bayesian object detection and validation, but our

approaches should provide advantages in all areas of Bayesian astronomical data

analysis.

A critical analysis of Bayesian methods and MCMC sampling has recently

been presented by Bryan et al. (2007), who advocate a frequentist approach to

cosmological parameter estimation from the CMB power spectrum. While we

refute wholeheartedly their criticisms of Bayesian methods per se, we do have

sympathy with their assessment of MCMC methods as a poor means of per-

forming a Bayesian inference. In particular, Bryan et al. (2007) note that for

MCMC sampling methods “if a posterior is comprised by two narrow, spatially

separated Gaussians, then the probability of transition from one Gaussian to the

other will be vanishingly small. Thus, after the chain has rattled around in one

of the peaks for a while, it will appear that the chain has converged; however,

after some finite amount of time, the chain will suddenly jump to the other peak,

revealing that the initial indications of convergence were incorrect.” They also

go on to point out that MCMC methods often require considerable tuning of the

proposal distribution to sample efficiently, and that by their very nature MCMC

samples are concentrated at the peak(s) of the posterior distribution often lead-

ing to underestimation of confidence intervals when time allows only relatively

few samples to be taken. We believe our multimodal nested sampling algorithms

address all these criticisms. Perhaps of most relevance is the claim by Bryan et al.

(2007) that their analysis of the 1-year WMAP (Bennett et al., 2003) identifies

two distinct regions of high posterior probability in the cosmological parameter

space. Such multimodality suggests that our methods will be extremely useful in

analysing WMAP data and we will investigate this in a forthcoming publication.
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The progress of our multimodal nested sampling algorithms based on ellips-

oidal sampling (methods 1 and 2) is controlled by three main parameters: (i) the

number of live points N ; (ii) the initial enlargement factor f0; and (iii) the rate

α at which the enlargement factor decreases with decreasing prior volume. The

approach based on Metropolis nested sampling (Method 3) depends only on N .

These values can be chosen quite easily as outlined below and the performance of

the algorithm is relatively insensitive to them. First, N should be large enough

that, in the initial sampling from the full prior space, there is a high probability

that at least one point lies in the ‘basin of attraction’ of each mode of the posterior.

In later iterations, live points will then tend to populate these modes. Thus, as

a rule of thumb, one should take N & Vπ/Vmode, where Vmode is (an estimate of)

the volume of the posterior mode containing the smallest probability volume (of

interest) and Vπ is the volume of the full prior space. It should be remembered, of

course, that N must always exceed the dimensionality D of the parameter space.

Second, f0 should usually be set in the range 0–0.5. At the initial stages, a large

value of f0 is required to take into account the error in approximating a large prior

volume with ellipsoids constructed from limited number of live points. Typically,

a value of f0 ∼ 0.3 should suffice for N ∼ 300. The dynamic enlargement factor

fi,k gradually goes down with decreasing prior volume and consequently, increas-

ing the sampling efficiency as discussed in 2.5.1.2. Third, α should be set in the

range 0–1, but typically a value of α ∼ 0.2 is appropriate for most problems. The

algorithm also depends on a few additional parameters, such as the number of

previous iterations to consider when matching clusters in Method 2 (see Section

2.5.3), and the number of points shared between sub-clusters when sampling from

degeneracies (see Section 2.5.5), but there is generally no need to change them

from their default values.

Looking forward to the further development of our approach, we note that the

new methods presented in this work operate by providing an efficient means for

performing the key step at each iteration of a nested sampling process, namely

drawing a point from the prior within the hard constraint that its likelihood is

greater than that of the previous discarded point. In particular, we build on the

ellipsoidal sampling approaches previously suggested by Mukherjee et al. (2006)

and Shaw et al. (2006b). One might, however, consider replacing each hard-edged
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ellipsoidal bound by some softer-edged smooth probability distribution. Such an

approach would remove the potential (but extremely unlikely) problem that some

part of the true iso-likelihood contour may lie outside the union of the ellipsoidal

bounds, but it does bring additional complications. In particular, we explored

the use of multivariate Gaussian distributions defined by the covariance matrix of

the relevant live points, but found that the large tails of such distributions con-

siderably reduced the sampling efficiency in higher-dimensional problems. The

investigation of alternative distributions with heavier tails is ongoing. Another

difficulty in using soft-edged distributions is that the method for sampling con-

sistent from overlapping regions becomes considerably more complicated, and this

too is currently under investigation.
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Chapter 3

MultiNest: An Efficient &

Robust Bayesian Inference Tool

for Cosmology & Particle Physics

The work presented in this chapter was carried out in collaboration with M.

Bridges (Cavendish, Cambridge) and is also presented in Feroz et al. (2008).

3.1 Abstract

We present further development of our multimodal nested sampling algorithm

(see Chapter 1), called MultiNest. This Bayesian inference tool calculates the

evidence, with an associated error estimate, and produces posterior samples from

distributions that may contain multiple modes and pronounced (curving) degen-

eracies in high dimensions. The developments presented here lead to further

substantial improvements in sampling efficiency and robustness, as compared to

the original algorithm presented in Feroz & Hobson (2008), which itself signific-

antly outperformed existing MCMC techniques in a wide range of astrophysical

inference problems. The accuracy and economy of the MultiNest algorithm is

demonstrated by application to two toy problems and to a cosmological model se-

lection problem focussing on the extension of the vanilla ΛCDM model to include

spatial curvature and a varying equation of state for dark energy.
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3.2 Introduction

In our previous work (Feroz & Hobson 2008 – hereinafter FH08), we built on

the work of Shaw et al. (2006b) by pursuing further the notion of detecting and

characterizing multiple modes in the posterior from the distribution of nested

samples, and presented a number of innovations that resulted in a substantial

improvement in sampling efficiency and robustness, leading to an algorithm that

constituted a viable, general replacement for traditional MCMC sampling tech-

niques in astronomical data analysis.

In this work, we present further substantial development of the method dis-

cussed in FH08 resulting in the Bayesian inference tool, called MultiNest.

In particular, we propose fundamental changes to the ‘simultaneous ellipsoidal

sampling’ method described in FH08, which result in a substantially improved

and fully parallelized algorithm for calculating the evidence and obtaining pos-

terior samples from distributions with (an unknown number of) multiple modes

and/or pronounced (curving) degeneracies between parameters. The algorithm

also naturally identifies individual modes of a distribution, allowing for the evalu-

ation of the ‘local’ evidence and parameter constraints associated with each mode

separately.

3.3 The MultiNest Algorithm

The MultiNest algorithm builds upon the ‘simultaneous ellipsoidal nested sampling

method’ presented in FH08, but incorporates a number of improvements. In

short, at each iteration i of the nested sampling process, the full set of N active

points is partitioned and ellipsoidal bounds constructed using a new algorithm

presented in Section 3.3.2 below. This new algorithm is far more efficient and ro-

bust than the method used in FH08 and automatically accommodates elongated

curving degeneracies, while maintaining high efficiency for simpler problems. This

results in a set of (possibly overlapping) ellipsoids. The lowest-likelihood point

from the full set of N active points is then removed (hence becoming ‘inactive’)

and replaced by a new point drawn from the set of ellipsoids, correctly taking

into account any overlaps. Once a point becomes inactive it plays no further part
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in the nested sampling process, but its details remain stored. We now discuss the

MultiNest algorithm in detail.

3.3.1 Unit Hypercube Sampling Space

The new algorithm for partitioning the active points into clusters and constructing

ellipsoidal bounds requires the points to be uniformly distributed in the parameter

space. To satisfy this requirement, the MultiNest ‘native’ space is taken as a

D-dimensional unit hypercube (each parameter value varies from 0 to 1) in which

samples are drawn uniformly. All partitioning of points into clusters, construction

of ellipsoidal bounds and sampling are performed in the unit hypercube.

In order to conserve probability mass, the point u = (u1, u2, · · · , uD) in the

unit hypercube should be transformed to the point Θ = (θ1, θ2, · · · , θD) in the

‘physical’ parameter space, such that
∫

π(θ1, θ2, · · · , θD) dθ1 dθ2 · · · dθD =

∫
du1du2 · · · duD. (3.1)

In the simple case that the prior π(Θ) is separable

π(θ1, θ2, · · · , θD) = π1(θ1)π2(θ2) · · ·πD(θD), (3.2)

one can satisfy (3.1) by setting

πj(θj)dθj = duj. (3.3)

Therefore, for a given value of uj, the corresponding value of θj can be found by

solving

uj =

∫ θj

−∞

πj(θ
′
j)dθ′j. (3.4)

In the more general case in which the prior π(Θ) is not separable, one instead

writes

π(θ1, θ2, · · · , θD) = π1(θ1)π2(θ2|θ1) · · ·πD(θD|θ1, θ2 · · · θD−1) (3.5)

where we define

πj(θj|θ1, · · · , θj−1)

=

∫
π(θ1, · · · , θj−1, θj, θj+1, · · · , θD) dθj+1 · · · dθD. (3.6)
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The physical parameters Θ corresponding to the parameters u in the unit hy-

percube can then be found by replacing the distributions πj in (3.4) with those

defined in (3.6) and solving for θj. The corresponding physical parameters Θ are

then used to calculate the likelihood value of the point u in the unit hypercube.

It is worth mentioning that in many problems the prior π(Θ) is uniform, in

which case the unit hypercube and the physical parameter space coincide. Even

when this is not so, one is often able to solve (3.4) analytically, resulting in virtu-

ally no computational overhead. For more complicated problems, two alternative

approaches are possible. First, one may solve (3.4) numerically, most often using

look-up tables to reduce the computational cost. Alternatively, one can re-cast

the inference problem, so that the conversion between the unit hypercube and

the physical parameter space becomes trivial. This is straightforwardly achieved

by, for example, defining the new ‘likelihood’ L′(Θ) ≡ L(Θ)π(Θ) and ‘prior’

π′(Θ) ≡ constant. The latter approach does, however, have the potential to be

inefficient since it does not make use of the true prior π(Θ) to guide the sampling

of the active points.

3.3.2 Partitioning and Construction of Ellipsoidal Bounds

In FH08, the partitioning of the set of N active points at each iteration was

performed in two stages. First, X-means (Pelleg et al. 2000) was used to parti-

tion the set into the number of clusters that optimised the Bayesian Information

Criterion (BIC). Second, to accommodate modes with elongated, curving degen-

eracies, each cluster identified by X-means was divided into sub-clusters to follow

the degeneracy. To allow maximum flexibility, this was performed using a mod-

ified, iterative k-means algorithm with k = 2 to produce as many sub-clusters

as possible consistent with there being at least D + 1 points in any sub-cluster,

where D is the dimensionality of the parameter space. As mentioned above,

however, this approach can lead to inefficiencies for simpler problems in which

the iso-likelihood contour is well described by a few (well-separated) ellipsoidal

bounds, owing to large overlaps between the ellipsoids enclosing each sub-cluster.

Moreover, the factor f by which each ellipsoid was enlarged was chosen arbitrarily.
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We now address these problems by using a new method to partition the active

points into clusters and simultaneously construct the ellipsoidal bound for each

cluster (this also makes redundant the notion of sub-clustering). At the ith

iteration of the nested sampling process, an ‘expectation-maximization’ (EM)

approach is used to find the optimal ellipsoidal decomposition of N active points

distributed uniformly in a region enclosing prior volume Xi, as set out below.

Let us begin by denoting the set of N active points in the unit hypercube

by S = {u1, u2, · · · , uN} and some partitioning of the set into K clusters (called

the set’s K-partition) by {Sk}K
k=1, where K ≥ 1 and ∪K

k=1Sk = S. For a cluster

(or subset) Sk containing nk points, a reasonably accurate and computationally

efficient approximation to its minimum volume bounding ellipsoid is given by

Ek = {u ∈ R
D|uT(fkCk)

−1u ≤ 1}, (3.7)

where

Ck =
1

nk

nk∑

j=1

(uj − µk)(uj − µk)
T (3.8)

is the empirical covariance matrix of the subset Sk and µk =
∑nk

j=1 uj is its center

of the mass. The enlargement factor fk ensures that Ek is a bounding ellips-

oid for the subset Sk. The volume of this ellipsoid, denoted by V (Ek), is then

proportional to
√

det(fkCk).

Suppose for the moment that we know the volume V (S) of the region from

which the set S is uniformly sampled and let us define the function

F (S) ≡ 1

V (S)

K∑

k=1

V (Ek). (3.9)

The minimisation of F (S), subject to the constraint F (S) ≥ 1, with respect

to K-partitionings {Sk}K
k=1 will then yield an ‘optimal’ decomposition into K

ellipsoids of the original sampled region. The minimisation of F (S) is most easily

performed using an ‘expectation-minimization’ scheme as set out below. This

approach makes use of the result (Lu et al. 2007) that for uniformly distributed

points, the variation in F (S) resulting from reassigning a point with position u

from the subset Sk to the subset Sk′ is given by

∆F (S)k,k′ ≈ γ

(
V (Ek′)d(u, Sk′)

V (Sk′)
− V (Ek)d(u, Sk)

V (Sk)

)
(3.10)
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3.3 The MultiNest Algorithm

where γ is a constant,

d(u, Sk) = (u − µk)
T(fkCk)

−1(u − µk) (3.11)

is the Mahalanobis distance from u to the centroid µk of ellipsoid Ek defined in

(3.7), and

V (Sk) =
nkV (S)

N
(3.12)

may be considered as the true volume from which the subset of points Sk were

drawn uniformly. The approach we have adopted in fact differs slightly from that

outlined above, since we make further use of (3.12) to impose the constraint that

the volume V (Ek) of the kth ellipsoid should never be less than the ‘true’ volume

V (Sk) occupied by the subset Sk. This can be easily achieved by enlarging the

ellipsoid Ek by a factor fk, such that its volume V (Ek) = max[V (Ek), V (Sk)],

before evaluating (3.9) and (3.10).

In our case, however, at each iteration i of the nested sampling process, V (S)

corresponds to the true remaining prior volume Xi, which is not known. Non-

etheless, as discussed in Section 2.3, we do know the expectation value of this

random variable. We thus take V (S) = exp(−i/N) which, in turn, allows us to

define V (Sk) according to (3.12).

From (3.10), we see that defining

hk(u) =
V (Ek)d(u, Sk)

V (Sk)
(3.13)

for a point u ∈ S and assigning u ∈ Sk to Sk′ only if hk(u) < hk′(u), ∀ k 6= k′,

is equivalent to minimizing F (S) using the variational formula (3.10). Thus, a

weighted Mahalanobis metric can be used in the k-means framework to optim-

ize the functional F (S). In order to find out the optimal number of ellipsoids,

K, a recursive scheme can be used which starts with K = 2, optimizes this

2-partition using the metric in (3.13) and recursively partitions the resulting el-

lipsoids. For each iteration of this recursion, we employ this optimization scheme

in Algorithm 1.

In step 14 of Algorithm 1 we partition the point set S with ellipsoidal volume

V (E) into subsets S1 and S2 with ellipsoidal volumes V (E1) and V (E2) even if

V (E1) + V (E2) > V (E), provided V (E) > 2V (S). This is required since, as
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3.3 The MultiNest Algorithm

Algorithm 1 Minimizing F (S), subject to F (S) ≥ 1, for points S =

{u1, u2, · · · , uN} uniformly distributed in a volume V (S).

1: calculate bounding ellipsoid E and its volume V (E)

2: enlarge E so that V (E) = max[V (E), V (S)].

3: partition S into S1 and S2 containing n1 and n2 points respectively by apply-

ing k−means clustering algorithm with K = 2.

4: calculate E1, E2 and their volumes V (E1) and V (E2) respectively.

5: enlarge Ek (k = 1, 2) so that V (Ek) = max[V (Ek), V (Sk)].

6: for all u ∈ S do

7: assign u to Sk such that hk(u) = min[h1(x), h2(x)].

8: end for

9: if no point has been reassigned then

10: go to step 14.

11: else

12: go to step 4.

13: end if

14: if V (E1) + V (E2) < V (E) or V (E) > 2V (S) then

15: partition S into S1 and S2 and repeat entire algorithm for each subset S1

and S2.

16: else

17: return E as the optimal ellipsoid of the point set S.

18: end if
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3.3 The MultiNest Algorithm

(a)

(b)

Figure 3.1: Illustrations of the ellipsoidal decompositions returned by Al-

gorithm 1: the points given as input are overlaid on the resulting ellipsoids.

1000 points were sampled uniformly from: (a) two non-intersecting ellipsoids;

and (b) a torus.
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discussed in Lu et al. (2007), the minimizer of F (S) can be over-conservative and

the partition should still be performed if the ellipsoidal volume is greater than

the true volume by some factor (we use 2).

The above EM algorithm can be quite computationally expensive, especially

in higher dimensions, due to the number of eigenvalue and eigenvector evaluations

required to calculate ellipsoidal volumes. Fortunately, MultiNest does not need

to perform the full partitioning algorithm at each iteration of the nested sampling

process. Once partitioning of the active points and construction of the ellipsoidal

bounds has been performed using Algorithm 1, the resulting ellipsoids can then

be evolved through scaling at subsequent iterations so that their volumes are

max[V (Ek), Xi+1nk/N ], where with Xi+1 is the remaining prior volume in the

next nested sampling iteration and nk is number of points in the subset Sk at the

end of ith iteration. As the MultiNest algorithm moves to higher likelihood

regions, one would expect the ellipsoidal decomposition calculated at some earlier

iteration to become less optimal. We therefore perform a full re-partitioning of

the active points using Algorithm 1 if F (S) ≥ h; we typically use h = 1.1.

The approach outlined above allows maximum flexibility and sampling effi-

ciency by breaking up a posterior mode resembling a Gaussian into relatively few

ellipsoids, but a mode possesses a pronounced curving degeneracy into a relat-

ively large number of small ‘overlapping’ ellipsoids. In Figure 3.1 we show the

results of applying Algorithm 1 to two different problems in three dimensions:

in (a) the iso-likelihood surface consists of two non-overlapping ellipsoids, one of

which contains correlations between the parameters; and in (b) the iso-likelihood

surface is a torus. In each case, 1000 points were uniformly generated inside the

iso-likelihood surface are used as the starting set S in Algorithm 1. In case (a),

Algorithm 1 correctly partitions the point set in two non-overlapping ellipsoids

with F (S) = 1.1, while in case (b) the point set is partitioned into 23 overlapping

ellipsoids with F (S) = 1.2.

In our nested sampling application, it is possible that the ellipsoids found

by Algorithm 1 might not enclose the entire iso-likelihood contour, even though

the sum of their volumes is constrained to exceed the prior volume X. This is

because the ellipsoidal approximation to a region in the prior space might not

be perfect. It might therefore be desirable to sample from a region with volume
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greater than the prior volume. This can easily be achieved by using X/e as the

desired minimum volume in Algorithm 1, where X is the prior volume and e the

desired sampling efficiency (1/e is the enlargement factor). We also note that if

the desire sampling efficiency e is set to be greater than unity, then the prior can

be under-sampled. Indeed, setting e > 1 can be useful if one is not interested

in the evidence values, but wants only to have a general idea of the posterior

structure in relatively few likelihood evaluations. We note that, regardless of the

value of e, it is always ensured that the ellipsoids Ek enclosing the subsets Sk are

always the bounding ellipsoids.

3.3.3 Sampling from Overlapping Ellipsoids

Once the ellipsoidal bounds have been constructed at some iteration of the nested

sampling process, one must then draw a new point uniformly from the union of

these ellipsoids, many of which may be overlapping. This is achieved using the

method presented in FH08, which is summarised below for completeness.

Suppose at iteration i of the nested sampling algorithm, one has K ellipsoids

{Ek}. One ellipsoid is then chosen with probability pk equal to its volume fraction

pk = V (Ek)/Vtot, (3.14)

where Vtot =
∑K

k=1 V (Ek). Samples are then drawn uniformly from the chosen

ellipsoid until a sample is found for which the hard constraint L > Li is satisfied,

where Li is the lowest-likelihood value among all the active points at that itera-

tion. There is, of course, a possibility that the chosen ellipsoid overlaps with one

or more other ellipsoids. In order to take an account of this possibility, we find

the number of ellipsoids, ne, in which the sample lies and only accept the sample

with probability 1/ne. This provides a consistent sampling procedure in all cases.

3.3.4 Decreasing the Number of Active Points

For highly multimodal problems, the nested sampling algorithm would require

a large number N of active points to ensure that all the modes are detected.

This would consequently result in very slow convergence of the algorithm. In

such cases, it would be desirable to decrease the number of active points as the

70



3.3 The MultiNest Algorithm

algorithm proceeds to higher likelihood levels, since the number of isolated regions

in the iso-likelihood surface is expected to decrease with increasing likelihood

modes. Fortunately, nested sampling does not require the number of active points

to remain constant, provided the fraction by which the prior volume is decreased

after each iteration is adjusted accordingly. Without knowing anything about

the posterior, we can use the largest evidence contribution that can be made by

the remaining portion of the posterior at the ith iteration ∆Zi = LmaxXi, as the

guide in reducing the number of active points by assuming that the change in ∆Z

is linear locally. We thus set the number of active points Ni at the ith iteration

to be

Ni = Ni−1 − Nmin
∆Zi−1 − ∆Zi

∆Zi − tol
, (3.15)

subject to the constraint Nmin ≤ Ni ≤ Ni−1, where Nmin is the minimum number

of active points allowed and tol is the tolerance on the final evidence used in the

stopping criterion.

3.3.5 Parallelization

Even with the enlargement factor e set to unity (see Section 3.3.2), the typ-

ical sampling efficiency obtained for most problems in astrophysics and particle

physics is around 20–30 per cent for two main reasons. First, the ellipsoidal ap-

proximation to the iso-likelihood surface at any iteration is not perfect and there

may be regions of the parameter space lying inside the union of the ellipsoids

but outside the true iso-likelihood surface; samples falling in such regions will be

rejected, resulting in a sampling efficiency less than unity. Second, if the number

of ellipsoids at any given iteration is greater than one, then they may overlap,

resulting in some samples with L > Li falling inside a region shared by ne el-

lipsoids; such points are accepted only with probability 1/ne, which consequently

lowers the sampling efficiency. Since the sampling efficiency is typically less than

unity, the MultiNest algorithm can be usefully (and easily) parallelized by, at

each nested sampling iteration, drawing a potential replacement point on each of

NCPU processors, where 1/NCPU is an estimate of the sampling efficiency.
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3.3.6 Identification of Modes

As discussed in FH08, for multimodal posteriors it can prove useful to identify

which samples ‘belong’ to which mode. There is inevitably some arbitrariness

in this process, since modes of the posterior necessarily sit on top of some gen-

eral ‘background’ in the probability distribution. Moreover, modes lying close to

one another in the parameter space may only ‘separate out’ at relatively high

likelihood levels. Nonetheless, for well-defined, ‘isolated’ modes, a reasonable es-

timate of the posterior mass that each contains (and hence the associated ‘local’

evidence) can be defined, together with the posterior parameter constraints asso-

ciated with each mode. To perform such a calculation, once the nested sampling

algorithm has progressed to a likelihood level such that (at least locally) the

‘footprint’ of the mode is well-defined, one needs to identify at each subsequent

iteration those points in the active set belonging to that mode. The partitioning

and ellipsoids construction algorithm described in Section 3.3.2 provides a much

more efficient and reliable method for performing this identification, as compared

with the methods employed in FH08.

At the beginning of the nested sampling process, all the active points are

assigned to one ‘group’ G1. As outlined above, at subsequent iterations, the set

of N active points is partitioned into K subsets {Sk} and their corresponding

ellipsoids {Ek} constructed. To perform mode identification, at each iteration,

one of the subsets Sk is then picked at random: its members become the first

members of the ‘temporary set’ T and its associated ellipsoid Ek becomes the

first member of the set of ellipsoids E. All the other ellipsoids Ek′ (k′ 6= k)

are then checked for intersection with Ek using an exact algorithm proposed by

Alfano & Greer (2003). Any ellipsoid found to intersect with Ek is itself added

to E and the members of the corresponding subset Sk are added to T. The set

E (and consequently the set T) is then iteratively built up by adding to it any

ellipsoid not in E that intersects with any of those already in E, until no more

ellipsoids can be added. Once this is completed, if no more ellipsoids remain then

all the points in T are (re)assigned to Gl, a new active point is drawn from the

union of the ellipsoids {Ek} (and also assigned to G1) and the nested sampling

process proceeds to its next iteration.
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If, however, there remain ellipsoids {Ek} not belonging to E, then this in-

dicates the presence of (at least) two isolated regions contained within the iso-

likelihood surface. In this event, the points in T are (re)assigned to the group

G2 and the remaining active points are (re)assigned to the group G3. The ori-

ginal group G1 then contains only the inactive points generated up to this nested

sampling iteration and is not modified further. The group G3 is then analysed in

a similar manner to see if can be split further (into G3 and G4), and the process

continued until no further splitting is possible. Thus, in this case, one is left with

an ‘inactive’ group G1 and a collection of ‘active’ groups G2, G3, . . . . A new

active point is then drawn from the union of the ellipsoids {Ek}, and assigned

to the appropriate active group, and the nested sampling process proceeds to its

next iteration.

At subsequent nested sampling iterations, each of the active groups present at

that iteration is analysed in the same manner to see if it can be split. If so, then

the active points in that group are (re)assigned to new active groups generated

as above, and the original group becomes inactive, retaining only those of its

points that are inactive. In order to minimize the computational cost, we take

advantage of the fact that the ellipsoids created by Algorithm 1 can only get

smaller in later iterations. Hence, within each active group, if two ellipsoids are

found not to intersect at some iteration, they are not checked for intersection in

later iterations. This makes the computational expense involved in separating

out the modes negligible.

At the end of the nested sampling process, one thus obtains a set of inactive

groups and a set of active groups, which between them partition the full set of

(inactive and active) sample points generated. It is worth noting that, as the

nested sampling process reaches higher likelihood levels, the number of active

points in any particular active group may dwindle to zero, but such a group is

still considered active since it remains unsplit at the end of the nested sampling

run. Each active groups is then promoted to a ‘mode’, resulting in a set of L

(say) such modes {Ml}.
As a concrete example, consider the two-dimensional illustration shown in

Fig 3.2, in which the solid circles denote active points at the nested sampling

iteration i = i2, and the open circles are the inactive points at this stage. In
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Figure 3.2: Cartoon illustrating the assignment of points to groups; see text for

details. The iso-likelihood contours L = Li1 and L = Li2 are shown as the dashed

lines and dotted lines respectively. The solid circles denote active points at the

nested sampling iteration i = i2, and the open circles are the inactive points at

this stage.
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this illustration, the first group G1 remains unsplit until iteration i = i1 of the

nested sampling process, at which stage it is split into G2, G3 and G4. The group

G3 then remains unsplit until iteration i = i2, when it is split into G5, G6 and

G7. The group G4 remains unsplit until iteration i = i2, when it is split into

G8 and G9. The group G2 remains unsplit at iteration i = i2 but the number of

active points it contains has fallen to zero, since it is a low-lying region of the

likelihood function. Thus, at the iteration i = i2, the inactive groups are G1,

G3 and G4, and the active groups are G2, G5, G6, G7, G8 and G6. If (say) all of

the latter collection of groups were to remain active until the end of the nested

sampling process, each would then be promoted to a mode according to M1 = G2,

M2 = G5, M3 = G6, · · · , M6 = G9.

3.3.7 Evaluating ‘Local’ Evidences

The reliable identification of isolated modes {Ml} allows one to evaluate the local

evidence associated with each mode much more efficiently and robustly than the

methods presented in FH08. Suppose the lth mode Ml contains the points {uj}
(j = 1, nl). In the simplest approach, the local evidence of this mode is given by

Zl =

nl∑

j=1

Ljwj, (3.16)

where wj = XM/N for each active point in Ml, and for each inactive points wj =
1
2
(Xi−1 −Xi+1), in which i is the nested sampling iteration at which the inactive

point was discarded. In a similar manner, the posterior inferences resulting from

the lth mode are obtained by weighting each point in Ml by pj = Ljwj/Zl.

As outlined in FH08, however, there remain some problems with this approach

for modes that are sufficiently close to one another in the parameter space that

they are only identified as isolated regions once the algorithm has proceeded to

likelihood values somewhat larger than the value at which the modes actually

separate. The ‘local’ evidence of each mode will then be underestimated by

(3.16). In such cases, this problem can be overcome by also making use of the

points contained in the inactive groups at the end of the nested sampling process,

as follows.
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For each mode Ml, expression (3.16) for the local evidence is replaced by

Zl =

nl∑

j=1

Ljwj +
∑

g

Lgwgα
(l)
g , (3.17)

where the additional summation over g includes all the points in the inactive

groups, the weight wg = 1
2
(Xi−1 −Xi+1), where i is the nested sampling iteration

in which the gth point was discarded, and the additional factors α
(l)
g are calculated

as set out below. Similarly, posterior inferences from the lth mode are obtained

by weighting each point in Ml by pj = Ljwj/Zl and each point in the inactive

groups by pg = Lgwgα
(l)
g /Zl.

The factors α
(l)
g can be determined in a number of ways. The most straight-

forward approach is essentially to reverse the process illustrated in Figure 3.2,

as follows. Each mode Ml is simply an active group G that has been renamed.

Moreover, one can identify the inactive group G′ that split to form G at the

nested sampling iteration i. All points in the inactive group G′ are then assigned

the factor

α(l)
g =

n
(A)
G (i)

n
(A)
G′ (i)

, (3.18)

where n
(A)
G (i) is the number of active points in G at nested sampling iteration i,

and similar for n
(A)
G′ (i). Now, the group G′ may itself have been formed when an

inactive group G′′ split at an earlier nested sampling iteration i′ < i, in which

case all the points in G′′ are assigned the factor

α(l)
g =

n
(A)
G (i)

n
(A)
G′ (i)

n
(A)
G′ (i′)

n
(A)
G′′ (i′)

. (3.19)

The process is continued until the recursion terminates. Finally, all points in

inactive groups not already assigned have α
(l)
g = 0.

As a concrete example, consider M2 = G5 in Figure 3.2. In this case, the

factors assigned to the members of all the inactive groups G1, G3 and G4 are

α(2)
g =





n
(A)
G5

(i2)

n
(A)
G3

(i2)
for g ∈ G3

n
(A)
G5

(i2)

n
(A)
G3

(i2)

n
(A)
G3

(i1)

n
(A)
G1

(i1)
for g ∈ G1

0 for g ∈ G4

(3.20)
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It is easy to check that the prescription (3.19) ensures that

L∑

l=1

Zl = Z, (3.21)

i.e. the sum of the local evidences for each mode is equal to the global evidence.

An alternative method for setting the factors α
(l)
g , for which Eq. 3.21 again holds,

is to use a mixture model to analyse the full set of points (active and inactive)

produced, as outlined in Appendix A.

3.4 Applications

In this section we apply the MultiNest algorithm described above to two toy

problems to demonstrate that it indeed calculates the Bayesian evidence and

makes posterior inferences accurately and efficiently. These toy examples are

chosen to have features that resemble those that can occur in real inference prob-

lems in astro- and particle physics.

3.4.1 Toy Model 1

We first demonstrate the application of MultiNest to a highly multimodal two-

dimensional problem, for which the likelihood resembles an egg-box. The un-

normalized likelihood is defined as

L(θ1, θ2) =

[
exp(2 + cos

(
θ1

2

)
cos

(
θ2

2

)
)5,

]
(3.22)

and we assume a uniform prior U(0, 10π) for both θ1 and θ2. A plot of the log-

likelihood is shown in Figure 3.3 and the the prior ranges are chosen such that

some of the modes are truncated. Hence, although only two-dimensional, this

toy example is a particularly challenging problem, not only for mode identifica-

tion but also for evaluating the local evidence of each mode accurately. Indeed,

even obtaining posterior samples efficiently from such a distribution can present

a challenge for standard Metropolis–Hastings MCMC samplers. We note that

distributions of this sort can occur in astronomical object detection applications

(see FH08).
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Figure 3.3: Toy model 1: (a) two-dimensional plot of the likelihood function

defined in Eq. 3.22; (b) dots denoting the points with the lowest likelihood at suc-

cessive iterations of the MultiNest algorithm. Different colours denote points

assigned to different isolated modes as the algorithm progresses.
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Owing to the highly multimodal nature of this problem, we use 2000 active

points. The results obtained with MultiNest are illustrated in Figure 3.3, in

which the dots show the points with the lowest likelihood at successive iterations

of the nested sampling process, and different colours indicate points assigned

to different isolated modes as the algorithm progresses. MultiNest required

∼ 30, 000 likelihood evaluations and evaluated the global log-evidence value to be

235.86 ± 0.06, which compares favourably with the log-evidence value of 235.88

obtained through numerical integration on a fine grid. The local log-evidence

values of each mode, calculated through numerical integration on a fine grid

(denoted as ‘true log(Z)’) and using MultiNest are listed in Table 3.1. We see

that there is good agreement between the two estimates.

3.4.2 Toy Model 2

We now illustrate the capabilities of our MultiNest in sampling from a posterior

containing multiple modes with pronounced (curving) degeneracies, and extend

our analysis to parameters spaces of high dimension.

Our toy problem here is the same one used in FH08 and Allanach & Lester

(2007). The likelihood function in this model is defined as,

L(Θ) = circ(Θ; c1, r1, w1) + circ(Θ; c2, r2, w2), (3.23)

where

circ(Θ; c, r, w) =
1√

2πw2
exp

[
−(|Θ − c| − r)2

2w2

]
. (3.24)

In two dimensions, this toy distribution represents two well separated rings,

centred on the points c1 and c2 respectively, each of radius r and with a Gaussian

radial profile of width w (see Figure 2.7). With a sufficiently small w value, this

distribution is representative of the likelihood functions one might encounter in

analysing forthcoming particle physics experiments in the context of beyond-the-

Standard-Model paradigms; in such models the bulk of the probability lies within

thin sheets or hypersurfaces through the full parameter space.

We investigate the above distribution up to a 30-dimensional parameter space

Θ with MultiNest. In all cases, the centres of the two rings are separated by

7 units in the parameter space, and we take w1 = w2 = 0.1 and r1 = r2 = 2. We
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Mode true local log(Z) MultiNest local log(Z)

1 233.33 233.20 ± 0.08

2 233.33 233.10 ± 0.06

3 233.33 233.48 ± 0.05

4 233.33 233.43 ± 0.05

5 233.33 233.65 ± 0.05

6 233.33 233.27 ± 0.05

7 233.33 233.14 ± 0.06

8 233.33 233.81 ± 0.04

9 232.64 232.65 ± 0.12

10 232.64 232.43 ± 0.16

11 232.64 232.11 ± 0.14

12 232.64 232.44 ± 0.11

13 232.64 232.68 ± 0.11

14 232.64 232.84 ± 0.09

15 232.64 233.02 ± 0.09

16 232.64 231.65 ± 0.29

17 231.94 231.49 ± 0.27

18 231.94 230.46 ± 0.36

Table 3.1: The local log-evidence values of each mode for the toy model 1, de-

scribed in Section 3.4.1, calculated through numerical integration on a fine grid

(the ‘true log(Z)’) and using the MultiNest algorithm.
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Analytical MultiNest

D log(Z) local log(Z) log(Z) local log(Z1) local log(Z2)

2 −1.75 −2.44 −1.72 ± 0.05 −2.28 ± 0.08 −2.56 ± 0.08

5 −5.67 −6.36 −5.75 ± 0.08 −6.34 ± 0.10 −6.57 ± 0.11

10 −14.59 −15.28 −14.69 ± 0.12 −15.41 ± 0.15 −15.36 ± 0.15

20 −36.09 −36.78 −35.93 ± 0.19 −37.13 ± 0.23 −36.28 ± 0.22

30 −60.13 −60.82 −59.94 ± 0.24 −60.70 ± 0.30 −60.57 ± 0.32

Table 3.2: The true and estimated global and local log(Z) for toy model 2, as a

function of the dimensions D of the parameter space, using MultiNest.

make r1 and r2 equal, since in higher dimensions any slight difference between

these two values would result in a vast difference between the volumes occupied

by the rings and consequently the ring with the smaller r value would occupy a

vanishingly small fraction of the total probability volume, making its detection

almost impossible. It should also be noted that setting w = 0.1 means the rings

have an extremely narrow Gaussian profile and hence they represent an ‘optimally

difficult’ problem for our ellipsoidal nested sampling algorithm, since many tiny

ellipsoids are required to obtain a sufficiently accurate representation of the iso-

likelihood surfaces. For the two-dimensional case, with the parameters described

above, the likelihood is shown in Figure 2.7.

In analysing this problem using the methods presented in FH08, we showed

that the sampling efficiency dropped significantly with increasing dimensionality,

with the efficiency being less than 2 per cent in 10 dimensions, with almost

600, 000 likelihood evaluations required to estimate the evidence to the required

accuracy. Using 1000 active points in MultiNest, we list the evaluated and

analytical evidence values in Table 3.2. The total number of likelihood evaluations

and the sampling efficiencies are listed in Table 3.3. For comparison, we also

list the number of likelihood evaluations and the sampling efficiencies with the

ellipsoidal nested sampling method proposed in FH08. One sees that MultiNest

requires an order of magnitude fewer likelihood evaluations than the method of

FH08. In fact, the relative computational cost of MultiNest is even less than

this comparison suggests, since it no longer performs an eigen-analysis at each
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from FH08 MultiNest

D Nlike Efficiency Nlike Efficiency

2 27, 658 15.98% 7, 370 70.77%

5 69, 094 9.57% 17, 967 51.02%

10 579, 208 1.82% 52, 901 34.28%

20 43, 093, 230 0.05% 255, 092 15.49%

30 753, 789 8.39%

Table 3.3: The number of likelihood evaluations and sampling efficiency for Mul-

tiNest when applied to toy model 2, as a function of the dimension D of the

parameter space.

iteration, as discussed in Section 3.3.2. Indeed, for this toy problem discussed,

the EM partitioning algorithm discussed in Section 3.3.2 was on average called

only once per 1000 iterations of the MultiNest algorithm.

3.5 Cosmological Model Selection

Likelihood functions resembling those used in our toy models do occur in real

inference problems in astro- and particle physics, such as object detection in

astronomy (see e.g. Hobson & McLachlan 2003; FH08) and analysis of beyond-

the-Standard-Model theories in particle physics phenomenology (see e.g. Feroz

et al. 2008). Nonetheless, not all likelihood functions are as challenging and it

is important to demonstrate that MultiNest is more efficient (and certainly

no less so) than standard Metropolis–Hastings MCMC sampling even in more

straightforward inference problems.

An important area of inference in astrophysics is that of cosmological para-

meter estimation and model selection, for which the likelihood functions are usu-

ally quite benign, often resembling a single, broad multivariate Gaussian in the

allowed parameter space. Therefore, in this section, we apply the MultiNest

algorithm to analyse two related extensions of the standard cosmology model:

non-flat spatial curvature and a varying equation of state of dark energy.
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3.5 Cosmological Model Selection

The complete set of cosmological parameters and the ranges of the uniform

priors assumed for them are given in Table 3.4, where the parameters have their

usual meanings. With Ωk = 0 and w = −1 this model then represents the ‘vanilla’

ΛCDM cosmology. In addition, mirroring the recent analysis of the WMAP 5-

year (WMAP5) data (Dunkley et al., 2008), a Sunyaev-Zel’dovich amplitude is

introduced, with a uniform prior in the range [0, 2]. We have chosen three basic

sets of data: CMB observations alone; CMB plus the Hubble Space Telescope

(HST) constraint on H0 (Freedman et al., 2001); and CMB plus large scale struc-

ture (LSS) constraints on the matter power spectrum derived from the luminous

red galaxy (LRG) subset of the Sloan Digital Sky Survey (SDSS; Tegmark et al.

2006; Tegmark et al. 2004) and the two degree field survey (2dF; Cole et al. 2005).

In addition, for the dark energy analysis we include distance measures from su-

pernovae Ia data (Kowalski et al., 2008). The CMB data comprises WMAP5

observations (Hinshaw et al., 2008) + higher resolution data–sets from the Ar-

cminute Cosmology Bolometer Array (ACBAR; Reichardt et al. 2008) + the

Cosmic Background Imager (CBI; Readhead et al. 2004; Sievers et al. 2007; CBI

Supplementary Data 2006) + Balloon Observations of Millimetric Extragalactic

Radiation and Geophysics (BOOMERanG; Piacentini et al. 2006; Jones et al.

2006; Montroy et al. 2006). All these data–sets are the same as being used in the

CosmoMC Lewis & Bridle (2002) package (release June 2008).

Observations of the first CMB acoustic peak cannot in themselves constrain

the spatial curvature Ωk. This could be constrained using angular scale of the

first acoustic peak coupled with a knowledge of the distance to the last scattering

surface, but the latter is a function of the entire expansion history of the universe

and so there is a significant degeneracy between Ωk and the Hubble parameter

H(z). This dependence, often termed the ‘geometric degeneracy’, can be broken,

however, since measurements at different redshifts can constrain a sufficiently

different functions of Ωk and H . Thus, the combination of CMB data with meas-

urements of the acoustic peak structure in the matter power spectrum derived

from large scale structure surveys such as the LRG subset of Sloan can place

much tighter constraints on curvature than with either alone (see e.g. Eisenstein

et al. 2005; Tegmark et al. 2006; Komatsu et al. 2008).
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0.018 ≤ Ωbh
2 ≤ 0.032

0.04 ≤ Ωcdmh2 ≤ 0.16

0.98 ≤ Θ ≤ 1.1

0.01 ≤ τ ≤ 0.5

−0.1 ≤ Ωk ≤ 0.1

−1.5 ≤ w ≤ −0.5

0.8 ≤ ns ≤ 1.2

2.6 ≤ log[1010As] ≤ 4.2

Table 3.4: Priors of the base vanilla cosmological parameters including a spatial

curvature Ωk and dark energy equation of state w.

Inflation generically predicts a flat universe (Guth, 1981). The tightest current

constraint suggests Ωk ≈ 10−2, whereas inflation lasting over 60 e-folds would

produce flatness at the level of 10−5 (Komatsu et al., 2008). Thus, at present, the

data is not capable of refuting or confirming such an inflationary picture. From a

Bayesian point of view, however, one can still assess whether the data currently

prefers the inclusion of such a physical parameter.

The algorithmic parameters of MultiNest were appropriately chosen given

our a priori knowledge of the uni-modal form of typical cosmological posteriors,

the dimensionality of the problem and some empirical testing. The number of

active points was set to N = 400 and a sampling efficiency e of 0.3 means that MPI

parallelisation across 4 CPUs is optimal (with a further 4 openmp threads per

MPI CPU used by CAMB’s multithreading facility). This represents a relatively

modest computational investment. All of the inferences obtained in this section

required between 40,000 and 50,000 likelihood evaluations.

3.5.1 Results: The Spatial Curvature

Fig. 3.4. illustrates the progressively tighter constraints placed on Ωk and H0

produced by combining CMB data with other cosmological probes of large scale

structure. The geometric degeneracy is clearly unbroken with CMB data alone,

but the independent constraints on H0 by HST are seen to tighten the constraint
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Figure 3.4: Breaking of the curvature-Hubble parameter degeneracy in CMB data

(blue) via the addition of HST (green) and large scale structure data (red).

somewhat. Including LSS data, specifically the LRG data, markedly reduces the

uncertainty on the curvature so that at 1-σ we can limit the curvature range to

−0.043 ≤ Ωk ≤ 0.004. The asymmetry of this constraint leaves a larger neg-

ative tail of Ωk resulting in a mean value that is only slightly closed. However,

even these most stringent parameter constraints available, we see no statistically

significant deviation from a spatially flat universe. The Bayesian evidence, in

penalising excessive model complexity should tell us whether relaxing the con-

straint on flatness is preferred by the data. Our results (Table 3.5) very clearly

rule out the necessity for such an addition in anything other than with CMB

data alone. This implies that the inclusion of spatial curvature is an unnecessary

complication in cosmological model building, given the currently available data.

3.5.2 Results: Varying Equation of State of Dark Energy

The properties of the largest universal density component are still largely un-

known, yet such a component seems crucial for the universe to be spatially flat.

It has thus been argued by some (Wright 2006 & Tegmark et al. 2006) that it is

inappropriate to assume spatial flatness when attempting to vary the properties

of the dark energy component beyond those of a simple cosmological constant.
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3.6 Comparison of MultiNest and MCMC ‘quick look’ Parameter
Constraints

Data–set \ Model vanilla + Ωk vanilla + Ωk + w

CMB alone −0.29 ± 0.27 -

CMB + HST −1.56 ± 0.27 -

ALL −2.92 ± 0.27 −1.29 ± 0.27

Table 3.5: Differences of ln evidences for both models and the three data–sets de-

scribed in the text.[Negative (Positive) values represent lower (higher) preference

for the parameterisation change]

Here we allow for the variation of the dark energy equation of state parameter

w. We will therefore proceed by placing joint constraints on both w and Ωk, as

performed in Komatsu et al. (2008). Once again we encounter a serious degen-

eracy, this time between Ωk and w. With the geometric degeneracy, combining

cosmological observations of the universe at different redshifts was sufficient to

break the dependence, but when dark energy is dynamical we must use at least a

third, independent data set. In this analysis, we have therefore included distance

measures from type Ia supernovae observations (Kowalski et al., 2008). Using this

combination of data produces impressively tight constraints on both w and Ωk;

indeed the resulting constraints on the spatial curvature are tighter than those

obtained in the previous section, for which w was held constant at w = −1. This

is primarily due to the near orthogonality of the constraints provided by super-

novae and the CMB. Once again we find little evidence to support a departure

from the basic vanilla cosmology (see Table 3.5). To within estimated uncertainty,

the Bayesian evidence is at least one log unit greater for a flat universe with dark

energy in the form of a cosmological constant.

3.6 Comparison of MultiNest and MCMC ‘quick

look’ Parameter Constraints

The above results are in good agreement with those found by Komatsu et al.

(2008) using more traditional MCMC methods, and indicate that MultiNest

has produced reliable inferences, both in terms of the estimated evidence values
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Figure 3.5: Joint constraints on universal geometry Ωk and the equation of state

of dark energy w using WMAP5 + HST + LSS + supernovae data.

and the derived posterior parameter constraints. It is often the case, however,

that cosmologists wish only to obtain a broad idea of the posterior distribution

of parameters, using short MCMC chains and hence relatively few likelihood

evaluations. In this section, we show that the MultiNest algorithm can also

perform this task by setting the number of active points, N , to a smaller value.

In order to illustrate this functionality, we analyse the WMAP5 CMB data-

set in the context of the vanilla ΛCDM cosmology using both MultiNest and

the publicly available CosmoMC Lewis & Bridle (2002) package, which uses an

MCMC sampler based on a tailored version of the Metropolis–Hastings method.

We imposed uniform priors on all the parameters. The prior ranges for Ωbh
2, Ωcdmh2, Θ,

and τ is listed in Table 3.4. In addition, ns was allowed to vary between 0.8

and 1.2, log(1010As) between 2.6 and 4.2 and the Sunyaev–Zel’dovich amplitude

between 0 and 2.

To facilitate later comparisons, we first obtained an accurate determination

of the posterior distribution using the traditional method by running CosmoMC

to produce 4 long MCMC chains. The Gelman–Rubin statistic R returned by

CosmoMC indicated that the chains had converged to within R ≈ 1.1 after about

6000 steps per chain, resulting in ∼ 24,000 likelihood evaluations. To be certain of
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determining the ‘true’ posterior to high accuracy, we then ran the MCMC chains

for a further 6,000 samples per chain, resulting in a total of 48,000 likelihood

evaluations, at which point the convergence statistic was R ≈ 1.05.

As stated above, however, one often wishes to obtain only a ‘quick-and-dirty’

estimate of the posterior in the first stages of the data analysis. As might be

typical of such analyses, we ran CosmoMC again using 4 MCMC chains, but with

only 800 steps per chain, resulting in a total of 3,200 likelihood evaluations. As

a comparison, we also ran the MultiNest algorithm using only 50 active points

and with the sampling efficiency e set to unity; this required a total of 3,100

likelihood evaluations. In Fig. 3.6, we plot the 1-D marginalized posteriors for

derived from the two analyses, together with the results of the longer CosmoMC

analysis described above. It is clear from these plots that both the MultiNest

and MCMC ‘quick-look’ results compare well with the ‘true’ posterior obtained

from the more costly rigorous analysis.

3.7 Discussion and Conclusions

We have described a highly efficient Bayesian inference tool, called MultiNest,

which we have now made freely available for academic purposes as a plugin that

is easily incorporated into the CosmoMC software. On challenging toy mod-

els that resemble real inference problems in astro- and particle physics, we have

demonstrated that MultiNest produces reliable estimates of the evidence, and

its uncertainty, and accurate posterior inferences from distributions with multiple

modes and pronounced curving degeneracies in high dimensions. We have also

demonstrated in cosmological inference problems that MultiNest produces ac-

curate parameter constraints on similar time scales to standard MCMC methods

and, with negligible extra computational effort, also yields very accurate Bayesian

evidences for model selection. As a cosmological application we have considered

two extensions of the basic vanilla ΛCDM cosmology: non-zero spatial curvature

and a varying equation of state of dark energy. Both extensions are determined

to be unnecessary for the modelling of existing data via the evidence criterion,

confirming that with the advent of five years of WMAP observations the data is

still satisfied by a ΛCDM cosmology.
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Figure 3.6: 1–D Marginalized posteriors for flat-ΛCDM Cosmology with Cos-

moMC and 48,000 likelihood evaluations (solid black), CosmoMC and 3,200 like-

lihood evaluations (dotted pink) and MultiNest with 3,100 likelihood evalu-

ations (dashed blue).
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As a guide for potential users, we conclude by noting that the MultiNest

algorithm is controlled by two main parameters: (i) the number of active points

N ; and (ii) the maximum efficiency e (see Section 3.3.2). These values can be

chosen quite easily as outlined below. First, N should be large enough that, in

the initial sampling from the full prior space, there is a high probability that

at least one point lies in the ‘basin of attraction’ of each mode of the posterior.

In later iterations, active points will then tend to populate these modes. It

should be remembered, of course, that N must always exceed the dimensionality

D of the parameter space. Also, in order to calculate the evidence accurately,

N should be sufficiently large so that all the regions of the parameter space

are sampled adequately. For parameter estimation only, one can use far fewer

active points. For cosmological data analysis, we found 400 and 50 active points

to be adequate for evidence evaluation and parameter estimation respectively.

The parameter e controls the sampling volume at each iteration, which is equal

to the sum of the volumes of the ellipsoids enclosing the active point set. For

parameter estimation problems, e should be set to 1 to obtain maximum efficiency

without undersampling or to a lower value if one wants to get a general idea of

the posterior very quickly. For evidence evaluation in cosmology, we found setting

e ∼ 0.3 ensures an accurate evidence value.
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Appendix: Local Evidence Evaluation Using a

Gaussian Mixture Model

As mentioned in Section 3.3.7, an alternative method for determining the local

evidence and posterior constraints associated with each identified mode Ml is to

analyse the full set of samples using a mixture model. In what follows, we assume

that the modes of the ‘implied’ posterior P(u) in the unit hypercube space are each

well described by a multivariate Gaussian, leading to a Gaussian mixture model,

but the model for the mode shape can be easily changed to another distribution.

Let us assume that, at the end of the nested sampling process, the full

set of N (inactive and active) points obtained is {u1, u2, · · · , uN} and L modes

M1, M2, · · · , ML modes have been identified. The basic goal of the method is

to assign an extra factor α
(l)
j to every point (j = 1 to N), so that the estimate

(Eq. 3.17) for the local evidence associated with the mode Ml is replaced by

Zl =

N∑

j=1

Ljwjα
(l)
j , (3.25)

where the weights wj for the inactive and active points are the same as those

used in Eq. 3.17. Similarly, posterior inferences from the mode Ml are obtained

by weighting every point (j = 1 to N) by pj = Ljwjα
(l)
j /Zl.

The factors α
(l)
j are determined by modelling each mode Ml as a multivariate

Gaussian with ‘normalised amplitude’ Al, mean µl and covariance matrix Cl,

such that

P(u) ∝
L∑

l=1

AlG(u; µl,Cl), (3.26)

where the Gaussian unit-volume G(u; µl,Cl) is given by

G(u; µl,Θl) =
1

(2π)
D
2 |Cl|

1
2

exp
[
−1

2
(u − µl)

TC−1
l (u − µl)

]
, (3.27)

and the values of the parameters Θ ≡ ({Al}, {µl}, {Cl}) are to be determined

from the sample points {uj}. Since the scaling in Eq. 3.26 is arbitrary, it is

convenient to set
∑L

l=1 Al = 1.
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For a given set of parameter values Θ, our required factors are

α
(l)
j (Θ) = Pr(Ml|uj,Θ)

=
Pr(uj|Ml,Θ) Pr(Ml|Θ)

∑L
l=1 Pr(uj|Ml,Θ) Pr(Ml|Θ)

=
AlG(u; µl,Cl)∑L
l=1 AlG(u; µl,Cl)

. (3.28)

Our approach is to optimise the parameters Θ, and hence determine the

factors α
(l)
j (Θ), using an expectation-maximization (EM) algorithm. The al-

gorithm is initialized by setting

α
(l)
j =

{
1 if uj ∈ Ml

0 otherwise
(3.29)

and calculating the initial values of each Zl using Eq. 3.25. In the M-step of the

algorithm one then obtains the maximum-likelihood estimates Θ̂ of the paramet-

ers. These are easily derived (see e.g. Dempster et al. (1977)) to be

Âl =
nl

n
(3.30)

µ̂l =
1

nl

N∑

j=1

α
(l)
j ũj (3.31)

Ĉl =
1

nl

N∑

j=1

α
(l)
j (ũj − µ̂l)(ũj − µ̂l)

T, (3.32)

where nl =
∑

N

j=1 α
(l)
j , n =

∑L
l=1 nl and ũj = ujLjwj/Zl are the locally posterior-

weighted sample points. In the subsequent E-step of the algorithm on then up-

dates the α
(l)
j values using Eq. 3.28 and updates Zl using Eq. 3.25. We further

impose the constraint that α
(l)
j = 0 if uj /∈ Ml and its likelihood Lj is greater

than the lowest likelihood of the points in Ml. The EM algorithm is then iterated

to convergence.
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Chapter 4

Cluster Detection in Weak

Lensing Surveys

The work presented in this chapter was carried out in collaboration with P.J.

Marshall (University of California, Santa Barbara).

4.1 Abstract

We present an efficient approach for extracting clusters of galaxies from weak

lensing survey data and measuring their properties. We use simple, physically-

motivated cluster models appropriate for such sparse, noisy data, and and incor-

porate our knowledge of the cluster mass function to optimise the detection of

low mass objects. Despite its non-linear nature, we are able to search at a rate of

approximately half a square degree per hour on a single processor, making this

method a viable candidate for future wide-field surveys. We quantify, for two

simulated data–sets, the accuracy of measured cluster parameters, and discuss

the completeness and purity of our shear-selected cluster catalogues.

4.2 Introduction

Clusters of galaxies are the most massive gravitationally bound objects in the

universe and, as such, are critical tracers of the formation of large–scale structure.

93



4.2 Introduction

The number count of clusters as a function of their mass has been predicted both

analytically (see e.g. Press & Schechter 1974; Sheth et al. 2001) and from large

scale numerical simulations (see e.g. Evrard et al. 2002; Jenkins et al. 2001), and

are very sensitive to the cosmological parameters σ8 and Ωm (see e.g. Battye &

Weller 2003). The size and formation history of massive clusters is such that the

ratio of gas mass to total mass is expected to be representative of the universal

ratio Ωb/Ωm, once the relatively small amount of baryonic matter in the cluster

galaxies is taken into account (see e.g. White et al. 1993).

The study of cosmic shear has rapidly progressed with the availability of

high quality wide–field lensing data. Large dedicated surveys with ground based

telescopes have been employed to reconstruct the mass distribution of the universe

and in constraining the cosmological parameters (see e.g. Hoekstra et al. 2006;

Massey et al. 2005, 2007). Weak lensing also allows one to detect galaxy clusters

without making any assumptions about the baryon fraction, richness, morphology

or the dynamical state of the cluster and so weak lensing cluster modelling would

allow one to test these assumptions by observing the cluster with optical, X–ray

or SZ methods.

Despite the advances in data quality, the weak lensing data remains very

sparse and noisy and hence, obtaining the shear signal from the shapes of the

background galaxies is a very challenging task. Several grid-based methods have

been devised to reconstruct the projected mass distribution from the observed

shear field (see e.g. Kaiser & Squires 1993; Squires & Kaiser 1996; Starck et al.

2006). In these “non–parametric” methods, the model assumed is a grid of pixels

whose values comprise the model parameters. Marshall et al. (2003) showed that

such a large number of parameters is often not justified by the data quality –

failure to recognise this can result in over–fitting and over–interpretation of the

data.

An alternative method for mass reconstruction is to work with simply para-

meterised physically motivated models for the underlying mass distribution. By

fitting simple template cluster models to the observed data set, we can draw

inferences about the cluster parameters directly. This involves calculating the

probability distribution of these parameters, and also (perhaps) those of the back-

ground cosmology; we can also compare different cluster models, enhancing our
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astrophysical understanding of these systems. This is most conveniently done

through the Bayesian inference.

Marshall (2006) presented a Bayesian approach for the analysis of weak lensing

data. They used the highly effective but computationally intensive Markov Chain

Monte Carlo sampler employing the thermodynamic integration technique to ex-

plore the high dimensional parameter space and also to calculate the Bayesian

evidence. We extend this work by utilizing the highly efficient ‘multimodal nested

sampling’ (MultiNest) technique through which we are able to simultaneously

extract clusters out of the weak lensing surveys and perform the parameter estim-

ation for the individual cluster model parameters. Furthermore, we also quantify

our cluster detection through the application of Bayesian model selection using

the Bayesian evidence value for each detected cluster, that can be easily calculated

using the MultiNest technique.

4.3 Methodology

4.3.1 Weak Lensing Background

Cluster mass distribution is investigated using weak gravitational lensing through

the relationship (see e.g. Schramm & Kayser 1995):

〈ǫ〉 = g(θ) (4.1)

that is, the average complex ellipticity, ǫ = ǫ1 + iǫ2 of a collection of background

galaxy images is an unbiased estimator of the local shear field, g, due to the

cluster.

The complex ellipticity components can be ordered into a data vector dP with

components

di =





Re(ǫi) (i ≤ Ngal)

Im(ǫi−Ngal
) (Ngal + 1 ≤ i ≤ 2Ngal)

. (4.2)

Likewise the corresponding model reduced shears can be arranged into the pre-

dicted data vector dP, having components

dp
i =





Re(gi) (i ≤ Ngal)

Im(gi−Ngal
) (Ngal + 1 ≤ i ≤ 2Ngal)

. (4.3)
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The unlensed ellipticity components may often be taken as having been drawn

independently from a Gaussian distribution with mean gj and variance σ2
int, lead-

ing to a diagonal noise covariance matrix C. As shown by Marshall (2006), we

can then write the likelihood function as

L =
1

ZL

exp(−χ2

2
), (4.4)

where χ2 is the usual misfit statistic

χ2 =

Ngal∑

i=1

2∑

j=1

(ǫj,i − gj,i(θ))
2

σ2
(4.5)

=
(
d − dP

)T
C−1

(
d − dP

)
, (4.6)

and the normalisation factor is

ZL = (2π)2Ngal/2|C|1/2. (4.7)

The effect of Gaussian errors introduced by the galaxy shape estimation pro-

cedure has been included by adding them in quadrature to the intrinsic ellipticity

dispersion (see e.g. Hoekstra et al. 2000; Marshall 2006),

σǫ =
√

σ2
obs + σ2

intrinsic[1 − max(|g|2, 1/|g|2)]2. (4.8)

This approximation includes the assumption that the shape estimation error, σ2
obs

is Gaussian. The term inside the square brackets is the correction for the galaxies

lying very close to the critical regions of the strong lensing cluster as suggested

by Schneider et al. (2000) and implemented by Bradač et al. (2004).

For a projected mass distribution Σ(θ) the convergence κ(θ) and the reduced

shear g(θ) at a position θ are defined as:

κ(θ) =
Σ(θ)

Σcrit
(4.9)

g(θ) =
γ(θ)

1 − κ(θ)
(4.10)

where Σcrit is the critical surface mass density defined as:
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Σcrit =
c2

4πG

Ds

DlDls

(4.11)

and G is the Newton’s constant, c is the speed of light, Ds, Dl and Dls are the

angular–diameter distances between the observer and the galaxies, the observer

and the lens, and the lens and the galaxies. Here all the member galaxies of the

lens are assumed to be at a fixed redshift. This is necessary for the thin lens

plane formulae to be applicable. The lensing effect is said to be weak or strong

if κ ≪ 1 or κ & 1 respectively.

4.3.2 Cluster Mass Models

N–body numerical simulations of large scale structure formation in ΛCDM uni-

verse predict radially–averaged density profile of the clusters. For the spherically

symmetric case, the NFW mass profile (Navarro et al. 1997) found the following

function to provide a good fit for the density profile of the clusters in N–body

numerical simulations:

ρ(r) =
ρs

(r/rs)(1 + r/rs)2
(4.12)

where rs and ρs are the radius and density at which the logarithmic slope breaks

from −1 to −3. The mass contained within a region where the average density

is 200 times the critical density at that redshift can be calculated as (Allen et al.

2003; Evrard et al. 2002):

M(r200)

(4/3)πr3
200

= 200ρcrit

= 4πρsr
3
s

[
log(1 + c) − c

1 + c

]
(4.13)

where c = r200/rs is a measure of the halo concentration.

Lensing properties and formulae for the convergence and shear for NFW

mass halos have been calculated by Bartelmann (1996); Meneghetti et al. (2003);

Wright & Brainerd (2000), which we use in this study.
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4.3.3 Quantifying Cluster Detection

In order to quantify the detection of each detection, we apply the Bayesian model

selection. We take our two models for the data to be:

H0 = ‘there is no cluster with its centre lying in the region S’,

H1 = ‘there is exactly one cluster with its centre lying in the region S’.

where S is some general spatial region in the field. We can distinguish between

these two models using:

R =
P (H1|D)

P (H0|D)
=

P (D|H1)P (H1)

P (D|H0)P (H0)
=

Z1

Z0

P (H1)

P (H0)
, (4.14)

where Z1 is the local evidence of each cluster evaluated by the MultiNest al-

gorithm and Z0 is the null–evidence for the model which for unfirom priors on

cluster positions, is equal to:

Z0 =
1

|S|

∫

S

L0dX = L0, (4.15)

where |S| is the area of the region S, L0 is the likelihood for there being no cluster

in the region S and dX is the fractional prior volume. We note that Z0 is in fact

independent of cluster parameters as well as S since the signal from the cluster

is set to 0 in order to calculate Z0. If the clusters are assumed to be distributed

according to the Poisson distribution, the ratio P (H1)/P (H0) in Eq.4.14 can be

calculated as;

P (N |µS) =
e−µSµN

S

N !
(4.16)

where µS is the expected number of cluster in a region of size |S|. Thus, we have,

P (H1)

P (H0)
= µS (4.17)

We notice that the assumption that the galaxy clusters are distributed according

to a Poisson distribution is not entirely correct due to clustering of the galaxy

clusters at large scales. However, the departure from the Poisson distribution

in small fields is not expected to be significant. We assume the distribution of

galaxy clusters to be Poissonian for the small fields we are analyzing in this work.
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If one assumes a particular cluster mass function, µS can then be calculated

as:

µS = |S|
∫ ∞

0

∫ ∞

Mmin

d2n

dMdz
dMdz (4.18)

where d2n
dMdz

is the distribution of the number of clusters with masses between M

and dM and redshift between z and dz per steradian and |S| is the solid angle

covered by the field, Mmin is mass of the smallest mass cluster expected to be

found.. In this work we take 5 × 1015h−1M⊙ and 4 to be upper limit on cluster

masses and redshifts respectively.

One such mass function is given by (Press & Schechter 1974). Samples drawn

from the Press–Schechter mass function with σ8 = 0.8 are shown in Figure 4.1.

Numerical simulations have shown that the Press–Schechter mass function over–

estimates the abundance of high mass clusters and under–estimates those of low

mass (Sheth & Tormen 1999), nevertheless it still fits the N–body simulations

reasonably well (Jenkins et al. 2001). We use this mass function to calculate µS

in this work.

An important feature of using the Bayesian model selection for quantifying

cluster detection is that it gives the probability distribution of detected clusters

being “true”. Once the ratio Ri of the probabilities of the ith detected cluster

being “true” and “false” has been calculated as given in Eq. 4.14, the probability

pi, of this cluster being “true” can then be calculated as,

pi =
Ri

1 + Ri
. (4.19)

Given a “threshold probability” pth, defined such that clusters with pi ≥ pth are

identified as candidate clusters, the expected number of false positives, n̂FP can

then be calculated as,

n̂FP =
k∑

i=1,pi≥pth

(1 − pi), (4.20)

where k is total number of detected clusters. The expected “purity”, defined as

the fraction of the cluster candidates that are expected to be “true” can be sim-

ilarly calculated. The choice of pth would depend on the application. Choosing a

lower value for pth would obviously result in a lower purity but higher complete-

ness, especially at the low mass end where the lensing signal is particularly weak.
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Figure 4.1: Samples drawn from the Press–Schechter mass function. The contour

enclose 68%, 95% and 99% of the probability.

In the presence of more information (e.g. the multi–band photometry) a lower

purity but higher completeness might be preferable and hence, pth should be set

to a lower value in such case. In the absence of any additional information for

the chosen survey field, pth can be chosen so that the expected purity is relatively

higher. We set pth = 0.5 in this work where we assume no additional information

on the weak lensing simulations we are using. This choice of pth ensures that

all the clusters with a higher probability of being “true” than being “false” are

identified as candidate clusters. We discuss the impact of pth on the complete-

ness and purity of the shear selected cluster sample in Section 4.4 where we apply

MultiNest algorithm to simulated weak lensing data–sets.
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4.4 Application to Mock Data:

Recovery of Toy Model Parameters

4.4.1 A Simple Simulated Data–Set

Before applying our algorithm to N–body simulation, we would like to demon-

strate its performance in the ideal case where the clusters have been simulated

using exactly the same model as the one we are using for the analysis. This would

be very helpful in identifying the causes of any shortcoming of our algorithm when

applied to the N–body weak lensing simulation in Section 4.5.

We simulate 10 NFW, spherically symmetric clusters uniformly in a 2000 ×
2000 arcsec2 field with cluster masses and redshifts drawn from the Press–Schechter

mass function with M200 > 5 × 1013h−1M⊙ and 0 ≤ z ≤ 1. The concentration

parameters were drawn from a uniform distribution U(0, 15). We assume all the

sources to lie at redshift 1.0. We consider the data in the middle 1800 × 1800

arcsec2 region of the simulation in order to allow the cluster centres to lie out-

side the region for which the data is available. We down–sample the resulting

convergence and shear maps on a 256 × 256 pixel grid and add Gaussian noise

with standard deviation σn = σǫ/
√

Ng where Ng = ngA is the average number

of galaxies in a pixel, ng is average number of galaxies per arcmin2 and A is the

pixel area. We assume σǫ ≃ 0.3 and ng ≃ 100 gal/arcmin2 as is approximately

found for space–based weak lensing surveys. The true cluster parameters are lis-

ted in Table 4.1 and the true convergence map is shown in Figure 4.2. For this

simulation, we assumed ΛCDM cosmology with Ωm = 0.3, ΩΛ = 0.7, σ8 = 0.8

and the Hubble parameter h = 0.7.

4.4.2 Analysis and Results

We apply the MultiNest technique to the weak lensing survey data. We impose

uniform priors on cluster positions with the range of the priors set to be slightly

more than the range for which the data is available so that the cluster model

has the flexibility of having the centres of the clusters slightly outside the field

for which the data is available. This is necessary as the clusters with centres
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x/arcsec y/arcsec M200/h
−1M⊙ c z

1 338.9 81.5 7.3 × 1013 6.2 0.57

2 −691.2 −951.4 9.3 × 1013 6.9 0.21

3 −539.1 785.3 5.9 × 1013 4.0 0.50

4 −452.6 963.0 5.0 × 1013 9.5 0.35

5 −345.6 −245.3 5.1 × 1013 2.4 0.92

6 −757.1 −998.7 5.4 × 1013 2.9 0.47

7 877.8 399.9 1.9 × 1014 9.3 0.47

8 −266.5 483.2 3.2 × 1014 9.4 0.37

9 223.6 308.4 5.3 × 1013 11.1 0.57

10 437.9 −222.5 8.6 × 1013 14.9 0.53

Table 4.1: Cluster parameters for the simulation.

Figure 4.2: Left panel shows the true convergence map of the simulated clusters

discussed in Section 4.4.1. Middle panel shows the denoised convergence map

made with the LenEnt2 algorithm. Right panel shows the inferred convergence

map made with the MultiNest algorithm.
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lying just outside the data field can still have measurable shears in the data. For

the mass and redshift, we apply a joint prior coming from the Press–Schechter

mass function with 0 ≤ z ≤ 1 and 5 × 1013 ≤ M200/h
−1M⊙ ≤ 5 × 1015. For the

concentration parameter, we impose a uniform prior U(0, 15).

The MultiNest algorithm identified 32 clusters. With threshold probabil-

ity pth = 0.5, 10 candidate clusters were identified. The corresponding inferred

convergence map made from the mean of 100 convergence maps with cluster para-

meter values drawn from their respective posterior distributions for the candidate

clusters, is shown in the right-hand panel of Figure 4.2. For comparison, we show

the true (input) convergence map (left) and a LensEnt2 (Marshall et al., 2003)

reconstruction (centre).

It can be seen from Figure 4.2 that 7 of the 10 candidate clusters correspond

to the 7 real clusters. We must however, note that the two overlapping clusters

2 and 6 in Table 4.1, have been confused to yield a single detected cluster. 3

out of 10 candidate clusters were actually false positives, but we notice that

R ∼ 1 for these clusters, corresponding to equal probability of these clusters

being either true or spurious. The 2 non–detections (clusters 4 and 5 in Table

4.1) are the least massive clusters in the simulation and consequently contribute

a very small lensing signal. In fact, cluster 5 was detected by MultiNest but

had the probability odds ratio R < 1, corresponding to the probability of it being

“true” of less than 0.5 and consequently it was not identified as a candidate

cluster with pth = 0.5. The inferred parameter values are shown in Figure 4.6

and Figure 4.7. In Figure 4.3, we plot the expected and actual number of false

positives as function of the “threshold probability” pth. Purity and completeness

as a function of pth are plotted in Figure 4.4.

Receiver Operating Characteristic (ROC) curve (see e.g. Fawcett 2006),

provides a very good way of selecting the optimal algorithm in signal detec-

tion theory. We employ ROC curve here to analyse our candidate identification

criteria based on the threshold probability pth. ROC curve is plotted between

the True Positive Rate (TPR) and the False Positive Rate (FPR). TPR here

corresponds to the ratio of the numbers of true positives identified using a given

pth and true positives in all the detected clusters which for the present analysis

is 8 corresponding to 8 clusters that had a strong enough lensing signal to be
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Figure 4.3: The expected and actual number of false positives as function of the

“threshold probability” pth (see Section 4.3.3).
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Figure 4.4: Purity and completeness as a function of the “threshold probability”

for the analysis of the simulated weak lensing data described in Section 4.4.2.

Press–Schechter mass function was used as a joint prior on M200 and z..
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Figure 4.5: Receiver Operating Characteristic (ROC) curve obtained by varying

the threshold probability pth used in identifying candidate clusters for the analysis

of simulated weak lensing data–set discussed in Section 4.4.2. The points are

labelled with their corresponding pth

identified by our algorithm. FPR is the ratio of the numbers of false positives

corresponding to a given pth and false positives in all the detected clusters. The

best possible method would yield a point in the upper left corner of the ROC

space with the optimal method having the coordinates (0,1). A completely ran-

dom guess would yield a point on the diagonal line. We vary pth and plot the

corresponding ROC curve in Figure 4.5. It can be seen that although, pth = 0.6

gives the optimal cluster candidate identification criteria, pth = 0.5 is not far off.

4.5 Application to Mock Data:

Wide–Field Numerical Simulations

In this section we describe the results of our cluster finding algorithm on numerical

N–body weak lensing simulations.
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4.5.1 Mock Shear Survey Data

In order to demonstrate our algorithm we use simulated weak lensing maps made

from ray tracing through N-body simulations of structure formation (White 2005),

covering 3 × 3 degree field of view. The cosmological model is taken to be a

concordance ΛCDM model with parameters Ωm = 0.3, ΩΛ = 0.7, σ8 = 0.9

and the Hubble parameter h = 0.7. The simulations employed 3843 equal mass

(1010M⊙h−1) dark matter particles in a periodic cubical box of side 200h−1Mpc

run to z = 0. The source redshift distribution was taken to be:

p(z) ∼ z2e−(z/z0)b

(4.21)

with z0 = 1.0 and b = 1.5.

There are roughly 200 galaxies per square arcminute in the simulation which

represents the deepest space-based surveys. In practice the signal-to-noise mag-

nitude threshold gives around 100 galaxies per square arcminute and then insist-

ing on knowing the photo-z of each source pushes the number down to 40 − 70

galaxies per square arcminute. Since there is no colour/magnitude information

for the sources available in these simulations, we pick 65 galaxies per square

arcminute randomly from the source catalogue. The intrinsic ellipticity distribu-

tion of the source galaxies is assumed to be Gaussian with σint = 0.25. We add

Gaussian observational noise with standard deviation σobs = 0.20 to the sheared

ellipticity of each galaxy.

Following Hennawi & Spergel (2005), we define all the halos with M200 >

1013.5h−1M⊙ as candidates to be identified by weak leaning as the finite number

of background galaxies and their intrinsic ellipticities places a lower limit on the

mass of the halo that can be detected. The halo catalogue for the simulation,

produced using the Friends of Friends algorithm (FoF) (Efstathiou et al. 1985),

contains 1368 halos with 1013.5 < M200/h
−1M⊙ < 7.7 × 1014 and 0 < z < 2.7.

4.5.2 Analysis and Results

Modelling the whole 3×3 degree2 field of view represents a highly computationally

expensive task and the MultiNest algorithm would require a prohibitively large

no. of live points to have enough resolution to be able detect most of the clusters.
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We therefore divide the data in 16 patches of 0.75 × 0.75 degree2 each and use

4000 live points to model each one of these 16 patches. As before, we expand

the ranges of uniform priors on the position of cluster centres to allow them to

lie a little outside their respective patches. We use uniform prior U(0, 15) for the

concentration parameter. In order to determine the effect Press–Schechter mass

function prior has on the detectability of clusters as well as on the inferred cluster

parameters, we do the analysis with the joint Press–Schechter prior on M200 and

z as well as a logarithmic prior on the M200 and uniform prior on cluster z. In

both cases z was allowed to vary between 0 and 4 and M200 between 1013.5h−1M⊙

and 5 × 1015h−1M⊙.

Before discussing the results from applying the MultiNest to the N–body

weak lesning simulation, we would like to make the observation that the ‘true’

cluster catalogues for N–body simulations are in fact inferred using some halo

finding algorithm. FoF algorithm (Efstathiou et al. 1985) is most often employed

for this purpose. FoF algorithm works by associating all the particles within some

factor b of mean distance between the particles, of one another. The number of

halos identified thus depends very strongly on the linking parameter b. Depend-

ing on the actual resolution of the N–body simulation and the value of b, FoF

may or may not resolve out structures present within clusters. MultiNest tech-

nique is very sensitive to any structure present within clusters and would classify

these structures as individual clusters. Therefore, there is always a possibility

of MultiNest identifying two clusters very close to each other while the FoF

algorithm has identified these as one cluster which would result in a lower purity

from MultiNest.

4.5.2.1 Completeness and Purity

MultiNest found around 600 halos out of which 248 and 215 halos were iden-

tified as candidate clusters using pth = 0.5 with the Press–Schechter and log–

uniform priors respectively. Catalogues matching was done for each of these

cluster candidates by finding the closest cluster in the true cluster catalogue hav-

ing all the cluster parameters within 4–σ of their inferred means. Any cluster

candidate not having a corresponding cluster in the true catalogue with all of
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Figure 4.8: The total number of clusters in a given redshift and mass bin in

the true catalogue (red) against the number of detected clusters (green) for the

analysis with weak lensing simulation discussed in Section 4.5.1 with pth = 0.5.

its parameter values within 4–σ of their inferred means, was identified as false

positive. Using this matching scheme, 153 and 146 cluster candidates were iden-

tified as true positives giving a ‘purity’ 62% and 68% for Press–Schechter and

log–uniform priors respectively. For the analysis with Press–Schechter prior, we

plot the number of clusters in the true catalogue and detected clusters as function

of true cluster M200 and z in Figure 4.8. We plot purity and completeness as a

function of cluster M200 and z in Figure 4.9. In Figure 4.10 we plot the com-

pleteness in the mass–redshift plane, for true M200 < 4 × 1014h−1M⊙ and true

z < 1.5 as there are very few clusters in the true catalogue outside these ranges

and consequently we suffer from small number statistics.

From Figure 4.10 and 4.9, it is clear that the completeness of shear se-

lected cluster sample approaches unity only for massive clusters with M200 ∼
5 × 1014h−1M⊙. Hennawi & Spergel (2005), using the Tomographic Matched

Filtering (TMF) scheme of reached similar conclusions. Unfortunately, a direct

comparison with Hennawi & Spergel (2005) is not possible as they used a dif-

ferent N–body simulation. Some other previous studies of shear selected clusters

(see e.g. Hamana et al. 2004; White et al. 2002) have also come to the same

conclusion that shear selected cluster samples suffer from severe incompleteness

except at the high mass end.
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lensing simulation discussed in Section 4.5.1 with pth = 0.5. Press–Schechter

mass function was used as a joint prior on M200 and z.
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Figure 4.11: Purity and completeness as a function of the “threshold probability”

for the analysis of the simulated weak lensing data described in Section 4.5.2.

Press–Schechter mass function was used as a joint prior on M200 and z.

In Figure 4.11 we plot completeness and purity as a function of threshold

probability pth for the analysis with Press–Schechter prior. We notice that even

for pth ∼ 1, purity is around 0.7 while one would expect it to be very close

to 1. This is because of the presence of sub–structure in high mass clusters.

As discussed in the previous section, MultiNest algorithm is very sensitive to

any sub–structure within clusters and identifies it as separate clusters which FoF

algorithm may or may not identify these halos as a single cluster depending on

the impact parameter b.

4.5.2.2 Accuracy of Parameter Estimates

We now discuss the accuracy of recovered parameters of the detected clusters. The

‘true’ cluster catalogues did not have the concentration parameter and therefore

we do not discuss the accuracy of inferred concentration of each cluster.

For pth = 0.5, we plot inferred cluster parameters against true cluster para-

meters, difference between the inferred parameters and the true parameters for

each detected clusters and the difference between the inferred parameters and
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Figure 4.12: Inferred parameter values (on the y–axis) against the true parameter

values (on the x–axis) from the cluster catalogue for each of the detected clusters.

The analysis was done with pth = 0.5 using (a) Press-Schechter mass function

prior on M200 and z and (b) logarithmic prior on M200 and uniform prior on z.
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Figure 4.13: Difference between the inferred parameter values and the true para-

meter values from the cluster catalogue, plotted for each detected clusters. The

analysis was done with pth = 0.5 using (a) Press-Schechter mass function prior

on M200 and z and (b) logarithmic prior on M200 and uniform prior on z.
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Figure 4.14: Difference between the inferred parameter values and the true para-

meter values from the cluster catalogue, plotted against the true parameter values

for each of the detected clusters. The analysis was done with pth = 0.5 using (a)

Press-Schechter mass function prior on M200 and z and (b) logarithmic prior on

M200 and uniform prior on z.
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the true parameters against the true parameters in Figures 4.12, 4.13 and 4.14

respectively for Press–Schechter as well as log–uniform priors. It can be seen

from these figures that the cluster positions have been reasonably well estimated

but the inferred masses of clusters with true M200 . 1014h−1M⊙ have been neg-

atively biased for both Press–Schechter and logarithmic priors on M200. This

biasing is particularly strong for the logarithmic priors. At the high mass end,

analysis with Press–Schechter prior is doing much better than logarithmic priors.

This biasing of cluster masses highlights the importance of prior for the cluster

extraction from weak lensing data–sets. Since the lensing signal is very weak,

one needs a physically motivated prior on the cluster M200 and z. We further

note that we have assumed a spherical NFW model for the cluster mass profiles

while several studies have shown that the clusters are not necessarily spherical

(see e.g. Bett et al. 2007; Shaw et al. 2006a). Corless & King (2007, 2008) have

recently shown that ignoring the triaxial 3D structure can result in inaccuracies

in cluster parameter estimates. We plan to include the triaxial NFW mass profile

in a future work to assess the importance of including 3D triaxial structure on

cluster parameter estimation.

4.6 Conclusions

We have introduced a very efficient approach to detect galaxy clusters in wide

field weak lensing data–sets. This approach allows the extraction as well as

parameterization of each detected cluster. Furthermore, using Bayesian model

selection, one can also calculate the probability odds for each detected clusters

being “true”. This quantification of cluster detection allows the flexibility in

determining the cluster candidate selection criteria depending on the application.

Inspite of the non–linear nature of the analysis, we are able to search at a rate

of half a square degree per hour on a single processor. The code is fully parallel,

making it a viable option even for the deepest weak lensing survey.

An application of our algorithm on the numerical N–body weak lensing sim-

ulation showed that the shear selected cluster sample suffers from severe incom-

pleteness at the low mass and high redshift ends and the completeness approaches

unity only for massive clusters with M200 ∼ 5×1014h−1M⊙. We also demonstrated
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the importance of the priors in estimating the masses and redshift for low mass

clusters since the lensing signal contributed by them is particularly weak. We

used the Press–Schechter mass function as a prior on cluster masses and redshift

in this work and found it to be negatively biasing the inferred masses of the low

mass clusters.

In a future study, we intend to extend this work by including the triaxial NFW

mass profile to find out what fraction of clusters are expected to show significant

triaxiality in ΛCDM model and also to assess the importance of triaxiality in

cluster parameter estimation.
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Chapter 5

Bayesian Analysis of

Multi–Frequency

Sunyaev-Zel’dovich Data

The work presented in this chapter was carried out in collaboration with J.T.L.

Zwart (Cavendish, Cambridge), K.J.B. Grainge (Cavendish, Cambridge), P.J.

Marshall (University of California, Santa Barbara) and R.D.E. Saunders (Cav-

endish, Cambridge).

5.1 Abstract

In this work, we present a Bayesian approach to detect and model galaxy clusters

in the multi-frequency data from telescopes exploiting the Sunyaev-Zel’dovich

(SZ) effect. We use the recently developed MultiNest technique (Feroz & Hob-

son 2008) to explore the high-dimensional parameter space and also to calculate

the Bayesian evidence, allowing rigorous model comparison. Tests on simulated

Arcminute Microkelvin Imager (AMI) observations of a cluster in the presence of

primordial CMB, radio point sources and receiver noise show that our algorithm

is able to analyse jointly the data from six frequency channels and calculate the

Bayesian evidence in about 15 hours on a single processor, making the extraction

of SZ clusters feasible even from wide–field survey data. We have also shown

the robustness of our quantitative of detection criterion which is based on the
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Bayesian evidence, by applying our algorithm to a field with radio sources and

no cluster.

5.2 Introduction

The Sunyaev-Zel’dovich (SZ) effect (Sunyaev & Zeldovich 1970, 1972) produces

secondary anisotropies in Cosmic Microwave Background (CMB) radiation through

inverse–Compton scattering from the electrons in the hot cluster gas, which ra-

diates via thermal Bremsstrahlung in the X-ray waveband, and the subsequent

transfer of some of the energy of the electrons to the low energy photons. The

scientific potential of the SZ effect has so far been barely exploited. It is now

widely recognized that a key observation required to understand the evolution of

structure in the Universe is to conduct an unbiased systematic survey of galaxy

clusters via the SZ effect (see e.g. Bartlett & Silk 1994; Bond & Myers 1992;

Korolev et al. 1986), since it allows for the detection of the galaxy clusters irre-

spective of both cluster distance and cluster structure. The number of clusters

seen in an SZ survey is of course sensitive to the physics of clusters and their

evolution, parameterised by, among other things, the fraction fg of cluster mass

in gas, the normalization β, between cluster mass and temperature, and paramet-

ers of the cosmological model, most notably σ8 describing clustering on scales of

8 h−1 Mpc, and the matter density Ωm, and on the equation of state parameter

w and its possible evolution. With the raw SZ cluster counts alone, there are

inevitably degeneracies in the fit to these and other parameters that we seek, but

these are easily broken with X-ray and optical/infrared follow-up.

By fitting simple parametric cluster models to the observed data set, one

would like to make model-dependent inferences about the parameters, i.e. calcu-

late the probability distribution of these parameters and the underlying cosmo-

logy. We also wish to compare different cluster models to enhance our astrophys-

ical understanding. These tasks are most conveniently done through Bayesian

inference.

Marshall et al. (2003) presented a Bayesian approach for the joint analysis

of SZ and weak lensing data. They used a highly effective but computationally
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intensive Markov Chain Monte Carlo sampler (employing the thermodynamic in-

tegration technique) to explore the high–dimensional parameter space and to cal-

culate the Bayesian evidence. This was coded up in the package called McAdam

which was successfully used in Lancaster et al. (2005) to search for and paramet-

erize SZ effect in Very Small Array (VSA, see Dickinson et al. 2004) extended

configuration observations of Northern ROSAT All–Sky Survey (Böhringer et al.

2000) clusters. The VSA observations were necessarily contaminated, as regards

finding SZ, by primordial CMB features, radio sources and receiver noise, but

McAdam coped well with these contaminants, extracted the SZ information

and estimated fg assuming the gas is in hydrostatic equilibrium. We have since

extended this approach, and modified McAdam accordingly as follows:

• McAdam now incorporates the highly efficient parameter–space sampling

technique of MultiNest (see Chapters 2 and 3), allowing us to efficiently

analyse clusters with multiple radio sources.

• The analysis can now be done on multi–frequency SZ data. The new gener-

ation of SZ instruments including ACT (Kosowsky 2006), AMI (Zwart et al.

2008), AMiBA (Jones 2002; Li et al. 2006), APEX–SZ (Dobbs et al. 2006),

CARMA and SPT (Ruhl et al. 2004), all have multiple radio frequency

channels, unlike the VSA.

• The algorithm includes a more sophisticated model for the radio sources by

allowing for their spectral indices to be non–flat.

• The Bayesian evidence is now handled comprehensively and used for object-

ive and quantitative detection of clusters as well as model selection between

different cluster models.

In Section 5.3 we briefly describe the AMI telescope. In Section 5.4 we give a

brief description of the SZ effect and describe our analysis methodology including

the features described above. In Section 5.5 we apply our algorithm to simulated

SZ cluster data and finally in Section 5.6 the algorithm is applied to the AMI

observation of galaxy cluster MACS 0647+70. Our conclusions are presented in

Section 5.7.
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Table 5.1: AMI technical summary.

SA LA

Antenna diameter 3.7 m 12.8 m

Number of antennas 10 8

Baseline lengths (current) 5–20 m 18–110 m

Primary beam (15.7 GHz) 20′.1 5′.5

Synthesized beam (angle) ≈ 3′ ≈ 30′′

Synthesized beam (area) 1.4 × 10−6 sr 2.4 × 10−8 sr

Flux sensitivity 30 mJy s−1/2 3 mJy s−1/2

Observing frequency 13.9–18.2 GHz

Bandwidth 4.3 GHz

Number of channels 6

Channel bandwidth 0.72 GHz

5.3 The Arcminute Microkelvin Imager

The Arcminute Microkelvin Imager (AMI, Kneissl et al. 2001, Zwart et al. 2008)

is a pair of interferometer arrays operating with six frequency channels span-

ning 13.9–18.2 GHz for observations on angular scales of 30′′–10′. The telescope

is aimed principally at Sunyaev-Zel’dovich imaging of clusters of galaxies (AMI

Collaboration, 2006). In order to couple to the extended SZ flux from cluster gas

structures, the SA has a large filling factor and thus excellent temperature sens-

itivity. The dominant contaminant in SZ observations at these Rayleigh-Jeans

frequencies are the radio sources (see also Section 5.4.2.1). The LA deliberately

has higher resolution and flux sensitivity than the SA and, observing simultan-

eously with the SA both in time and frequency, allows subtraction of radio point

sources. The Small Array (SA) and Large Array (LA) parameters are summar-

ized in table 5.1. Note that the LA is itself also slightly sensitive to SZ flux on its

shortest baselines, as was its pre-cursor the Ryle Telescope (RT, see e.g. Jones

et al. 1993).
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5.4 Cluster Modelling through the SZ Effect

The CMB radiation is the remnant radiation of the hot (≈ 3, 000 K) plasma that

pervaded the Universe approximately 300,000 years after the Big Bang. It now

has a thermal black–body spectrum at 2.726 K as the CMB photons reaching

Earth are redshifted by a factor of around 1,100.

The primary anisotropies in the CMB are roughly one part in 105 and reflect

the intrinsic non–uniformity of the matter and radiation just before the Universe

cooled sufficiently to form the transparent atomic gas. The secondary anisotropies

in the CMB are due to processes affecting the CMB after its emission. The most

relevant for this work is the thermal SZ effect. We do not consider further the

kinetic SZ effect–CMB scattering from the energetic electrons of a cluster with

significant proper bulk motion–whose amplitude is around 1% of the thermal SZ

effect.

The gas temperature in galaxy clusters is around 107 − 108 K. With R the

radius of the cluster, ne the electron number density, σT the Thomson scattering

cross–section, the optical depth for Thomson scattering through the centre of the

cluster is approximately τ ≈ 2RneσT ∼ 10−2. On average energy is transferred

from the electrons to the scattered CMB photons, with the fractional energy in-

crease approximately equal to kBT/mec
2 ∼ 10−2 with kB the Boltzmann constant,

T and me the electron mass and temperature respectively and c the speed of light.

These factors combine to give CMB temperature fluctuations of order 10−4. A

full treatment (see e.g. Birkinshaw (1999)) yields the following modification to

the CMB surface brightness in the direction of the reservoir of the electrons:

δIν = f(ν)yBν(TCMB), (5.1)

where Bν(TCMB) is the black body spectrum at TCMB = 2.726K, while the fre-

quency dependent function f(ν) in the limit of non–relativistic plasma is given

as:

f(ν) = −x [4 − x coth(x/2)]

1 − e−x
, (5.2)

where

x =
hpν

kBTCMB
, (5.3)
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with hp being the Planck constant. f(ν) is approximately equal to −2 in the

Rayleigh-Jeans region of the spectrum. Consequently, at frequencies below 217GHz,

the SZ effect is observed as a flux decrement. The ‘comptonisation’ parameter y,

is the integral of the gas pressure along the line of sight through the cluster:

y =
σT

mec2

∫
nekBTdl. (5.4)

The integral of the comptonisation parameter over a cluster’s solid angle dΩ =

dA/D2
θ , with Dθ being the angular diameter distance, is proportional to the total

thermal energy content of the cluster:

Y =
σT

mec2

∫
nekBTdldΩ ∝ 1

D2
θ

∫
neTdV, (5.5)

where dV = dAdl is an element of comoving volume. The integrated SZ signal

is proportional to the total thermal energy content of the cluster and, assuming

virialization, simply dependent on the cluster mass, since,

Y ∝ 〈T 〉
D2

θ

∫
nedV ∝ M

M2/3

D2
θ

∝ M5/3

D2
θ

. (5.6)

One final property of the SZ effect is particularly significant—for a given

cluster, the integrated SZ signal is independent of redshift. The redshift only

enters via the angular–diameter distance Dθ(z), which at intermediate redshifts

(0.3 . z . 1.5) is only weakly dependent on redshift. Therefore, an SZ survey is

expected to find all the clusters above some mass threshold with little dependence

on the redshift.

5.4.1 Cluster Gas and Temperature Models

For the analysis of visibility data from interferometric SZ observations, one needs

to calculate the comptonisation parameter of the cluster given in Eq. 5.4. For

the cluster geometry, spherically symmetric models are a first approximation.

Ellipticity can be added through a coordinate transformation (see Marshall 2003).

The simplest gas temperature model assumes a single constant temperature

which has been found to be in good agreement with low resolution X–ray emission

data (see e.g. Sarazin (1988)). One can also assume a polytropic temperature with

Pgas ∝ ργ
gas ⇒ T ∝ ργ−1

gas , (5.7)

123



5.4 Cluster Modelling through the SZ Effect

with γ being the polytropic index. The polytropic model has been found to

provide a good fit to simulated clusters (see e.g. Komatsu & Seljak 2001). How-

ever, in this thesis only the isothermal temperature is used.

The cluster gas density is often modelled with a ‘beta’ model (Cavaliere &

Fusco-Femiano 1976, 1978). This model has the following density profile:

ρgas(r) =
ρgas(0)

(1 + (r/rc)2)
3β

2

, (5.8)

where rc is the ‘core’ radius at which the profile turns over into a region of

approximately constant density, while the outer logarithmic slope of the profile

is 3β.

Another spherically symmetric model for cluster gas is the hydrostatic equilib-

rium model. For the cluster gas to be in hydrostatic equilibrium, the gas density

ρgas, gas pressure p and the gravitation potential Φ must satisfy the equation:

dΦ

dr
= − 1

ρgas

dp

dr
, (5.9)

assuming the cluster gas to be an ideal gas with temperature T , and its distribu-

tion to be spherically symmetric, Eq. 5.9 becomes:

d log ρgas

d log r
= −GM(r)µ

kBTr
, (5.10)

where µ is the mass per particle, approximately 0.6 times the proton mass (see

Marshall 2003) and M(r) is the mass internal to the radius r. If one then assumes

that the cluster mass follows the NFW profile (Navarro et al. 1997) with mass

M(r):

M(r) = 4πρsr
3
s

[
log(1 + r) − c

1 + c

]
, (5.11)

where c = r200/rs is the concentration parameter and rs is the NFW halo scale–

radius, Eq. 5.10 can be then be integrated to give:

ρgas(r) = ρgas(0)

(
1 − log(1 + r/rs)

r/rs

)
exp

(
−4πGρsr

2
s µ

kBT

)
. (5.12)

Assuming the gas to be in hydrostatic equilibrium, spherical symmetry, a beta

profile for the gas density and an isothermal temperature, Eqs. 5.8 and 5.10 lead

to:

M(r) =
3βr3

r2
c + r2

kBT

µG
. (5.13)
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This can be used to calculate the cluster masses out to r200 as:

M200 =
4π

3
r3
200(200ρcrit)

=
3βr3

200

r2
c + r2

200

kBT

µG
, (5.14)

where r200 is the radius inside which the average density is 200 times the critical

density ρcrit and G is the universal gravitational constant.

Note that both the beta and the hydrostatic gas models have been expressed

in terms of ρgas(0) while the more interesting parameter is the total gas mass

Mgas(r) inside a certain radius r. This can easily be accommodated by treating

Mgas(r) as a model parameter and recovering ρgas(0) by numerically integrating

the gas density profile to a given radius and subsequently normalizing the gas

mass within this radius. For this work, a radius of 1 h−1Mpc was used as the

limit of integration for the gas density profile.

Assuming the beta model, then given the model parameters T , Mgas, β and

rs along with the centroid and ellipticity parameters, a map of the predicted

comptonisation parameter can be calculated by calculating the line of sight in-

tegral of projected gas density profile:

y(s) =
σT

mec2

∫ ∞

−∞

nekBTdl, (5.15)

where s = θDθ is the projected radius, such that r2 = s2 + l2. Since

ρgas = neµe, (5.16)

where µe = 1.14mp (Jones et al. 1993; Mason & Myers 2000) is the gas mass per

electron. Eq. 5.15 then becomes;

y(s) ∝
∫ rlim

−rlim

Tρgas(r)dl, (5.17)

where rlim defines the radial limit of the integration. We set rlim to 20h−1Mpc

which is sufficiently large even for low values of β.
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5.4.2 SZ Data

The majority of SZ observations to date have been made with interferometers (see

e.g. Jones et al. 1993; LaRoque et al. 2003). These instruments have a number

of advantages over single dish telescopes, including their relative insensitivity to

atmospheric emission (Lay & Halverson 2000), lack of required receiver stability,

and the ease with which systematic errors such as ground spill (Watson et al.

2003) and radio source contamination (see e.g. Grainger et al. 2002) can be

minimised.

Assuming a small field size, an interferometer operating at a single frequency ν

measures samples from the complex visibility plane Ĩν(u). This is given by the

weighted Fourier transform of the surface brightness Iν ,

Ĩν(u) =

∫
Aν(x)Iν(x) exp(2πiu · x) d2x, (5.18)

where x is the position relative to the phase centre, Aν(x) is the (power) primary

beam of the antennas at the observing frequency ν (normalised to unity at its

peak), and u is a baseline vector in units of wavelength. Interferometers effectively

measure spatial fluctuations in the surface brightness δIν as the large angular scale

“DC”, level at the centre of the uv–plane is never sampled.

5.4.2.1 Noise Modelling

There are three components that contribute to the “noise” for SZ observations.

We model these components through their covariance matrices,

C = Creceiver + CCMB + Cconf . (5.19)

The first term on the right hand side is a diagonal matrix with elements σ2
i δij,

with σi the rms Johnson noise on the ith baseline visibility. The second term

contains significant off-diagonal elements and can be calculated from a given

primordial CMB power spectrum following Hobson & Maisinger (2002). Cconf is

the covariance matrix of the source confusion noise which allows for the remaining

radio sources with flux densities less than Slim. Scheuer (1957) was the first to

show that the flux from such unknown sources could be considered statistically

as a Poissonian contribution (Gaussian, in the limit of large numbers of sources;
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see e.g. Condon 1974) to the measured signal. The response of the interferometer

to a radio source has a positive signal and both positive and negative sidelobes.

Scheuer’s work is easily modified to the case where all sources with fluxes greater

than a limiting flux Slim (perhaps from another telescope) have already been

subtracted. In the worst case, one might expect one unsubtracted point source

per synthesized beam. The variance in the response due to a distribution of these

sources, the so-called confusion noise per synthesized beam, is then:

σ2
conf

Ωsynth
=

∫ Slim

0

S2 n (S) dS, (5.20)

where Slim is the completeness limit (at, say, 5σ) of the source subtraction survey,

Ωsynth is the synthesized beam of the telescope in which there is source confusion,

and n(S) ≡ −dN(>S)
dS

is the differential source count as a function of flux S.

The deepest source counts at frequencies above ≈ 5 GHz have been those from

9C (Waldram et al., 2003), which was the point source survey for the VSA ob-

servations of CMB primary anisotropies. The source count is typically described

by a power-law dependence on source flux with two parameters. Waldram et al.

found

n (S) = 51S−2.15 Jy−1 sr−1 (5.21)

for 465 sources above a 5-σ completeness of 25 mJy. The count from Taylor

et al. (2001), n(S) = 80S−2.0 Jy−1 sr−1, is particularly convenient because it goes

exactly as S−2, and note that the counts are not that different because of the

lever–arm effect between the prefactor and slope. One may include the source

confusion as a contribution Cconf to the noise covariance matrix, calculated from

the angular power spectrum

Cℓ =

(
dBν

dT

)−2 ∫ Slim

0

S2n(S)dS, (5.22)

where the temperature derivative of the black–body spectrum Bν (T ) in the

Rayleigh–Jeans limit is

dBν

dT
=

2kBν2

c2
(5.23)
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and ν is frequency. Cℓ is converted into the covariance matrix form in the same

way as for the CMB (see Hobson & Maisinger 2002 for details).

We can further use our analysis framework to determine the statistics of the

faint, unresolved, confusing radio sources. Hewish (1961) used 4C survey data

(Scott et al., 1961), which was limited by source confusion, to constrain the

range of possible models for the counts of those sources below the 4C complete-

ness limit. Undertaking such an analysis is particularly topical because accurate

measurement of the source counts at microwave frequencies is critical the fore-

ground analysis of experiments such as Planck (see e.g. de Zotti et al. 2005,

López-Caniego et al. 2007). Current 15GHz data are not deep enough to meas-

ure a turnover in the source counts, which must be present in order to resolve

Olber’s paradox. We can include parameters of the source count in the fit to SA

data. We are further in a position to study correlations between cluster sources

(here we assume they are uncorrelated), and poorly-understood source counts in

clusters (we currently ignore the fact that they are known to be higher than for

‘field’ radio galaxies).

For the work in this thesis, we ignore the confusion noise.

5.4.2.2 Point Source Contamination

We have mentioned above the issue of contaminating radio sources. The most

obvious problem is that emission from source(s) coincident with the cluster centre

can mask the SZ decrement. A more subtle but equally disastrous problem is that

emission from a radio source lying on a negative sidelobe of the interferometer

response (centered at the cluster) can mask an SZ decrement. Our observational

approach to this problem is robust: with the RT and VSA in the past, and

with AMI at present, we provide enough telescope collecting area at high angular

resolution to measure the flux densities at positions of the contaminating sources

down to a faint limiting flux density Slim. We then handle these sources as follows.

The visibility due to these radio sources can be calculated as:

ĨS
ν (u) =

∫
Aν(x)Sν(x) exp(2πiu · x) d2x, (5.24)
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where Sν(x) is the source flux at a position x relative to the phase centre. Most

of these foreground radio sources appear as “point” sources in the data, in which

case the visibility can be calculated by solving Eq. 5.24 analytically:

ĨS
ν (u) =

∫
Aν(x)Sνδ(x − x0) exp(2πiu · x) d2x

= SνAν(x0)e
iφ, (5.25)

where x0 is the position of the point source and φ = 2πu · x0 is the phase angle.

If the radio source is extended then a Gaussian profile can be used as a simple

model for its flux distribution. Eq. 5.24 can then be solved analytically since the

product of Gaussians is again a Gaussian. For this work, we assume all the radio

sources to be point sources.

With SZ observations made at more than one frequency, the change of source

flux with frequency ν also needs to be taken into account. Here we assume a

power–law dependence with spectral index α such that,

S(ν) ∝ ν−α. (5.26)

Radio source spectral indices differ widely because of synchrotron self-absorption

and ageing effects, but typically fall with an index of 0.7, but can vary between

≈ 2 (steeply falling), through to flat (zero) and even rising (≈ −1). Flat and

rising spectrum sources tend to be more variable in time, and we can straightfor-

wardly account for this by increasing a source’s flux error for flat or rising sources.

As a consequence of non–powerlaw behaviour, a source’s spectral index can vary

with frequency and measurements around 15 GHz are not widespread. Waldram

et al. (2007) found 15–22-GHz spectral indices for a sample of 110 9C (Waldram

et al., 2003) sources. The modal spectral index was found to be 0.5 (falling).

We use the distribution (Figure 5.1) of these spectral indices as the prior on a

source’s spectral index, binned onto a grid (in this case, ∆α = 0.1). It is possible

to incorporate prior information from lower radio frequencies, where available

(e.g. NVSS, Condon et al. 1998; FIRST, Becker et al. 1995 and GB6, Gregory

et al. 1996 surveys), although a source’s spectral index will be well-constrained

by any available long baseline data.
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Figure 5.1: Spectral index distribution from Waldram et al. (2007) used as the

prior on α, normalized to unit probability at maximum. The final normalization

depends on the adopted prior range.

5.4.2.3 SZ Likelihood

Despite measuring the point sources, we have to take into account the uncer-

tainties in source positions and fluxes. Accordingly, we treat the parameters

corresponding to the point sources as ‘nuisance’ parameters whose posterior dis-

tribution is explored using the MultiNest algorithm along with the cluster

parameters. The measurements made by the long–baseline observations are used

as the priors. This procedure ensures that the measurement uncertainties on the

source parameters are properly taken into account.

If the observed visibility components are ordered into a data vector di with

components

di =





Re(Vi) (i ≤ Nvis)

Im(Vi−Nvis
) (Nvis + 1 ≤ i ≤ 2Nvis)

(5.27)

as shown by Marshall et al. (2003), the likelihood function can be written as:

LSZ =
1

ZN

exp

(
−χ2

2

)
, (5.28)
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5.4 Cluster Modelling through the SZ Effect

where χ2 is a statistic quantifying the misfit between observed data d and pre-

dicted data dP,

χ2 =
(
d − dP

)T
C−1

(
d − dP

)
, (5.29)

and the normalisation factor is:

ZN = (2π)(2Nvis)/2 |C|1/2. (5.30)

The predicted data dP are a function of the model SZ surface brightness δIν

which is calculated by applying the cluster parameter values, obtained through

the sampling step, to calculate the predicted comptonization map using Eq. 5.17

and subsequently calculating the weighted (by the primary beam) Fourier trans-

form as described in Eq. 5.18. Finally the point sources are added to the visib-

ilities directly using the sampled source parameters in Eq. 5.25. The covariance

matrix, C, in Eq. 5.29, describes the noise on an SZ observation (see Section

5.4.2.1).

5.4.2.4 Analyzing Multi–Frequency Data

The final issue we consider is how to handle multiple frequency channels. As-

suming the different frequency channels to be independent, the joint likelihood,

LSZ(Θ), for a given parameter set Θ can be calculated as:

LSZ(Θ|H) =

k∏

i=1

LSZ,i(Θ|H), (5.31)

where k is the total number of frequency channels and LSZ,i(Θ) is the likelihood

distribution for the ith channel.

5.4.3 Quantifying Cluster Detection

In order to quantify the validity of the cluster detection, we apply Bayesian model

selection, taking our two models for the data to be:

H0 = ‘there is no cluster centre in the area A’,

H1 = ‘there is exactly one cluster centre in the area A’.
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5.4 Cluster Modelling through the SZ Effect

where A is the area under the 2-D normalized prior π(x0)π(y0) on the cluster

position.. We can distinguish between these two models using:

R =
P (H1|D)

P (H0|D)
=

P (D|H1)P (H1)

P (D|H0)P (H0)
=

Z1

Z0

P (H1)

P (H0)
, (5.32)

where Z1 is the evidence of the cluster model evaluated by the MultiNest

algorithm and Z0 is the null–evidence for the model. For most object detection

applications, the null evidence can be calculated very easily by setting the signal

to zero and hence it is independent of model parameters. Presence of radio sources

means that the null–evidence in this area is independent of cluster parameters

but not of the point source parameters. The null–evidence can be calculated as

Z0 =

∫
L(Θ|M200 = 0)dX, (5.33)

where Θ represents the cluster model parameters including the point source para-

meters and dX is the fractional prior volume. Since the only contribution to signal

here is from the point sources and as discussed in Section 5.4.2, the visibilities

due to point sources can be calculated analytically without performing the com-

putationally expensive step of Fast Fourier Transform (FFT), the null–evidence

can be calculated very efficiently.

If the clusters are assumed to be distributed according to a Poisson distribu-

tion, the ratio P (H1)/P (H0) in Eq.5.32 can be calculated as

P (N |µA) =
e−µAµN

A

N !
, (5.34)

where µA is the expected number of clusters in a region of area A. Thus, we have

P (H1)

P (H0)
= µA. (5.35)

If one assumes a particular cluster mass function, µA can then be calculated as

µA = |A|
∫ ∞

0

∫ ∞

Mmin

d2n

dMdz
dMdz, (5.36)

where d2n
dMdz

is the distribution of the number of clusters with masses between M

and dM and redshift between z and dz per steradian and |A| is the solid angle
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5.5 Application to Simulated SZ Observation

Source (S15, α) A B

1 (5 mJy, 0) (8′, 10′) (6′, 0′)

2 (15 mJy, +1 falling) (0′, −5′) (0′, −6′)

3 (8 mJy, -0.3 rising) (−3′, 8′)

Table 5.2: Contaminating radio sources for the simulations considered in this

work. Source positions are given in arcminute offsets from the pointing centre.

The flux and spectral index are at 15.0 GHz.

covered by the field, Mmin is mass of the smallest mass cluster expected to be

found.

For the work in this study, we adopt the conservative approach of setting the

ratio P (H1)/P (H0) to 1.

5.5 Application to Simulated SZ Observation

In this section we describe the results of our SZ cluster modelling algorithm on

simulated SZ cluster data–sets. In simulating mock skies and observing them

with a model SA, we have used the methods outlined in Hobson & Maisinger

(2002) and Grainge et al. (2002).

We present two simulations in this work. Simulation ‘A’ has a cluster at

z = 0.3 modelled as a spherically-symmetric isothermal β-profile with rc = 60′′,

β = 0.65, ne = 10−2 cm−3 and T = 8 keV. The gas profile is tapered to zero

between 20rc and 20.01rc. The Compton y-parameter for this model is evaluated

on a cube whose face has 512×512 pixels at 30′′ resolution before being integrated

along the line of sight. Point sources are added to these maps using the fluxes,

positions and spectral indices given in table 5.2.

Visibility points are simulated by calculating the uv positions from baselines

(assuming SA antenna positions in Zwart et al. 2008) for a target at right ascen-

sion α = 4 hours and declination δ = +40o observed over hour angle ±4 hours

with one second sampling.

For each simulation, a realisation of the primary CMB is calculated using

a power spectrum of primary anisotropies was generated for ℓ < 8000 using
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5.5 Application to Simulated SZ Observation

Parameters Priors

x0, y0 (0 ± 60) arcsec

Mgas 12 < log10 Mgas/h
−2M⊙ < 14.5

T 0 < T/keV < 20

rc 0 < rc/h
−1 kpc < 1000

β 0.3 < β < 1.5

S 0 < S/mJy < 20

Table 5.3: Priors for the cluster and source parameters. Inequalities denote uni-

form prior probability between the given limits, whilst (a±b) denotes a Gaussian

prior with mean a and variance b2.

CAMB (Lewis et al., 2000), with cosmological parameters Ωbh
2 = 2.23 × 10−2,

Ωch
2 = 1.0× 10−1, Ωk = 0, Ω0 = 1, H0 = 70 kms−1 Mpc−1, ns = 1, τ = 0.04 and

Ων = 0. Primary CMB modes on ℓ scales outside the range measurable by the SA

are set to zero. The CMB realisation is co-added to the cluster and radio source

map in brightness temperature. The map is multiplied by the primary beam

appropriate to the measured value in that frequency channel and transformed

into the Fourier plane (equivalent to Fourier transforming and convolving with the

aperture illumination function). The resulting function is sampled at the required

visibility points and thermal noise, appropriate to the measured sensitivity of the

SA, is added at this stage.

The whole process above is repeated for each of the six frequency channels.

Simulation ‘B’ is identical to simulation ‘A’, but has no cluster and a different

realisation of the CMB and instrumental noise. Maps made from binned simu-

lated visibilities for channel 4 (14.992 GHz), for both models, are shown in Figure

5.2.

5.5.1 Analysis and Results

We analysed the cluster simulations discussed in the previous section using spher-

ical geometry, a beta model for the gas and isothermal temperature. The priors

used are listed in Table 5.3.
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5.5 Application to Simulated SZ Observation

(a) Simulation ‘A’ (b) Simulation ‘B’

Figure 5.2: Maps formed from channel 4 (14.992 GHz) of the simulations con-

sidered in this work. The unCLEANed maps are 512 × 512 pixels at 15′′ res-

olution. Both data sets have different realisations of primary CMB and instru-

mental noise. The three radio sources have the same fluxes and spectral indices

in each simulation, but two of them are at different locations. Simulation ‘A’ has

a spherically-symmetric, isothermal β-model cluster at the centre of the map.

Simulation ‘B’ has no cluster.
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Figure 5.3: Priors and 1D marginalized posterior probability distributions for the

parameters of the simulated cluster and point sources discussed in Section 5.5.

The true parameter values used in the simulation are shown by crosses.

For the spectral indices of radio sources, we use the prior described in Section

5.4.2.2. Although, for real observations, the source flux measurement can be

used to give a very narrow prior on a source flux, for analysis in this section, we

are using a uniform prior U(0, 20) mJy to determine how accurately the source

fluxes can be fitted. For the source positions, we are using a delta function prior

centered on the measured positions. We analyse all the 6 channels jointly using

the methodology described in Section 5.4.2.4. We assumed a ΛCDM cosmology

with Ωm = 0.3, ΩΛ = 0.7, σ8 = 0.8 and h = 0.7.

For the simulation ‘B’ (with point sources and no cluster) MultiNest did

identify a dominant peak in the posterior distribution of cluster parameters but

the probability odds ratio R, as discussed in Section 5.4.3, was evaluated to

be 0.32 ± 0.03, showing that its more than three times likely that the detected

cluster candidate is a spurious feature than a true cluster. Since there is no cluster

in the field, the highest likelihood would come from a large enough primordial

feature, but since the statistics of the primordial CMB have been incorporated

in the likelihood evaluation through the covariance matrix, the Bayesian model
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Figure 5.4: 2D marginalized posterior probability distributions for the parameters

of the cluster simulation ‘A’ discussed in Section 5.5. The true parameter values

used in the simulation are shown by crosses.
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Figure 5.5: 2D marginalized posterior probability distributions for T and Mgas

for the analysis of the cluster simulation ‘A’ discussed in Section 5.5. The true

parameter values used in the simulation are shown by crosses. Uniform U(0, 20)

keV and Gaussian (8 ± 2) keV prior on T were used for the figures on the left

and right hand–panels respectively.
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Figure 5.6: 1D marginalized posterior probability distributions for Mgas for the

analysis of the cluster simulation ‘A’ discussed in Section 5.5. The true Mgas used

in the simulation is shown by a ‘plus’ symbol.
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selection takes this into account and consequently the odds ratio is in favour

of the detected feature being spurious. To verify this assertion, we analysed

simulation ‘B’ without including the CMB component in the covariance matrix

(see Section 5.4.2) in which case the probability odds ratio for cluster detection

R was evaluated to be ≈ 150 which clearly shows that including the CMB is

extremely important for properly modelling galaxy clusters through the SZ effect.

For the simulation ‘A’ (with cluster and point sources), the probability odds

ratio for cluster detection R was evaluated to be e1341±0.1, showing an overwhelm-

ing evidence in favour of true cluster detection. We plot the 1D and 2D mar-

ginalized posterior distributions of the cluster parameters along with the true

parameter used in the simulation in Figure 5.3 and 5.4 respectively. In Figure

5.3, we also plot the prior distributions imposed on the parameters. It is clear

from these plots that all the model parameters have been estimated to reason-

able accuracy. It can also be seen that the posterior for the cluster temperature

is largely unconstrained and the degeneracy between T and Mgas is also evident.

Clearly some additional information on cluster T is required to get a sensible

estimate for Mgas. This information can come from the X–ray observation of the

same cluster or from an optical velocity dispersion measurement. T calculated in

such a way can be used as a prior for the analysis of the cluster. The effect of

a temperature measurement of (8 ± 2) keV applied as a Gaussian prior on T is

shown in Figure 5.5 and 5.6.

Three point sources with properties given in Table 5.2, were added to the

cluster simulation ‘A’. Assuming known source positions and allowing the source

fluxes to vary, results in a massive increase in evidence over that for an analysis

with no point sources.

P (D|3 sources)

P (D|No sources)
= e2414±0.1. (5.37)

We list the inferred cluster parameters for the analysis with no point sources in

Table 5.4. Comparing the parameter values in Table 5.4 with the values used in

the simulation, it is clear that the model used in the analysis is incorrect. The

algorithm is trying to fit for the cluster assuming no point sources in the field,

but the presence of point sources is forcing the algorithm to compensate for it by
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Parameters Inferred values

x0/arcsec 15 ± 7

y0/arcsec 26 ± 6

rc/h
−1kpc 578 ± 48

β 1.4 ± 0.1

Mgas/h
−2M⊙ (2.3 ± 0.3) × 1014

T/keV 13 ± 4

Table 5.4: Inferred cluster parameters values for the analysis with cluster simu-

lation ‘A’ discussed in Section 5.5 and assuming no point sources.

Source RA DEC Flux/mJy

1 6 47 46.069 +70 20 57.280 3.2 ± 0.2

2 6 47 54.602 +70 19 12.101 1.9 ± 0.2

3 6 46 52.522 +70 17 05.061 2.3 ± 0.2

4 6 47 07.121 +70 27 15.498 23.9 ± 0.9

5 6 46 21.540 +70 18 11.258 4.6 ± 0.9

Table 5.5: Point sources for cluster MACS 0647+70, measured by the RT.

larger cluster rc and β. This highlights the importance of point souce information

while analyzing the SZ data.

5.6 Application to MACS 0647+70

We now apply our cluster modelling algorithm to the cluster MACS 0647+70.

This cluster is located at 06 47 50.469, +70 14 54.95 (J2000) at redshift z = 0.5907

(Ebeling et al. 2007). The X–ray measured temperature for this cluster is 11± 1

keV. The RT detected five point sources near this cluster (see Zwart 2007). The

measured parameter values of the point sources are listed in Table 5.5.

We assume spherical symmetry, hydrostatic equilibrium and a beta gas density

profile for this cluster. The priors used on the cluster parameters are listed in

Table 5.6. For the point sources, we fix the source positions to the measured
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Parameters Priors

x0, y0 (0 ± 60) arcsec

Mgas 12 < log10 Mgas/h
−2M⊙ < 14.5

T (11 ± 1) keV

rc 0 < rc/h
−1 kpc < 1000

β 0.3 < β < 1.5

Table 5.6: Priors for MACS 0647+70 parameters. Inequalities denote uniform

prior probability between the given limits, whilst (a±b) denotes a Gaussian prior

with mean a and variance b2.

Parameters Inferred values

x0/arcsec 35 ± 6

y0/arcsec 20 ± 6

rc/h
−1kpc 240 ± 108

β 1.1 ± 0.2

Mgas/h
−2M⊙ (5.4 ± 1.0) × 1013

T/keV 11 ± 1

Table 5.7: Inferred cluster parameters values for the cluster MACS 0647+70.

values listed in Table 5.5 and take a Gaussian prior for source fluxes, centered on

the measured source flux listed in Table 5.5 and with rms deviation equal to 30%

of the measured value to allow for some variability.

This evidence ratio in favour of cluster detection was calculated to be e85.6±0.2.

The 2D marginalized posterior probability distributions for the parameters of

cluster MACS 0647+70 are shown in Figure 5.7. We list the inferred parameter

values in Table 5.7. We notice that the inferred value of Mgas = (5 ± 1) ×
1013h−2M⊙ compares well with the value of Mgas = 4.90.5

0.4×1013h−2M⊙ calculated

by LaRoque et al. (2006) using the X–ray data.
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Figure 5.7: 2D marginalized posterior probability distributions for the parameters

of cluster MACS 0647+70.
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5.7 Conclusions

We have described an efficient approach to model galaxy clusters in multi–frequency

SZ data with radio point source. The parameters of the radio sources are treated

as nuisance parameters which allows for the fitting of these parameters simultan-

eously with the cluster parameters. For the work in this thesis, we have considered

two main sources of noise (a) the instrumental noise and (b) the primordial CMB.

In a future work, we intend to include the confusion noise (described in Section

5.4.2.1) to more accurately model these clusters.

Our analysis methodology is easily extendable to do a joint analysis of clusters

using SZ, lensing and X–ray data–sets. This data fusion is extremely important

for understanding cluster physics, as there are several degeneracies in cluster

parameters when modelled through the SZ effect only, the most significant of

which are between rc and β, and between T and Mgas. Better constraints on

these parameters can be obtained by using information from different waveband

observations.

The work presented in this chapter is limited to pointed cluster observations.

We plan to extend this methodology to multi–field observations in a future study.
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Chapter 6

Bayesian Selection of sign µ

within mSUGRA in Global Fits

Including WMAP5 Results

The work presented in this chapter was carried out in collaboration with S.S.

AbdusSalam(DAMTP, Cambridge) B. Allanach (DAMTP, Cambridge), R. Trotta

(Oxford) and A.M. Weber (Munich). The content of this chapter is also presented

in Feroz et al. (2008).

6.1 Abstact

We study the properties of the constrained minimal supersymmetric standard

model (mSUGRA) by performing fits to updated indirect data, including the relic

density of dark matter inferred from WMAP5. In order to find the extent to which

µ < 0 is disfavoured compared to µ > 0, we compare the Bayesian evidence values

for these models, which we obtain straightforwardly and with good precision from

the recently developed multi–modal nested sampling (‘MultiNest’) technique.

We find weak to moderate evidence for the µ > 0 branch of mSUGRA over

µ < 0 and estimate the ratio of probabilities to be P (µ > 0)/P (µ < 0) = 6 − 61

depending on the prior measure and range used. There is thus positive (but not

overwhelming) evidence that µ > 0 in mSUGRA. The MultiNest technique

also delivers probability distributions of parameters and other relevant quantities
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such as superpartner masses. We explore the dependence of our results on the

choice of the prior measure used. We also use the Bayesian evidence to quantify

the consistency between the mSUGRA parameter inferences coming from the

constraints that have the largest effects: (g − 2)µ, BR(b → sγ) and cold dark

matter (DM) relic density ΩDMh2.

6.2 Introduction

The impending start of operation of the Large Hadron Collider (LHC) makes

this a very exciting time for supersymmetric (SUSY) phenomenology. Numerous

groups have been pursuing a programme to fit simple SUSY models and identify

the regions in the parameter space that might be of interest with the forthcom-

ing LHC data (Baer & Balázs 2003; Baltz & Gondolo 2004; Ellis et al. 2004,

2005; Profumo & Yaguna 2004; Stark et al. 2005). The Minimal Supersymmetric

Standard Model (MSSM) with one particular choice of universal boundary condi-

tions at the grand unification scale, called either the Constrained Minimal Super-

symmetric Standard Model (CMSSM) or mSUGRA (Alvarez-Gaumé et al. 1983;

Arnowitt & Nath 1992), has been studied quite extensively in multi–parameter

scans. mSUGRA has proved to be a popular choice for SUSY phenomenology

because of the small number of free parameters. In mSUGRA, the scalar mass

m0, gaugino mass M1/2 and tri–linear coupling A0 are assumed to be universal at

a gauge unification scale MGUT ∼ 2 × 1016 GeV. In addition, at the electroweak

scale one selects tan β, the ratio of Higgs vacuum expectation values and sign(µ),

where µ is the Higgs/higgsino mass parameter whose square is computed from

the potential minimisation conditions of electroweak symmetry breaking (EWSB)

and the empirical value of the mass of the Z0 boson, MZ . The family universality

assumption is well motivated since flavour changing neutral currents are observed

to be rare. Indeed several string models (see e.g. Brignole et al. (1994); Conlon

& Quevedo (2006); Ibáñez (2005)) predict approximate MSSM universality in the

soft terms. Nevertheless, mSUGRA is just one (albeit popular) choice among a

multitude of possibilities.

Recently, Bayesian parameter estimation techniques using the Markov Chain

Monte Carlo (MCMC) sampling have been applied to the study of mSUGRA,
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performing a multi–dimensional Bayesian fit to indirect constraints (Allanach

2006; Allanach & Hooper 2008; Allanach & Lester 2006; Allanach et al. 2006,

2007; Roszkowski et al. 2007a,b; Ruiz de Austri et al. 2006). Also, a study

has been extended to large volume string compactified models (Allanach et al.

2008). A particularly important constraint comes from the cold dark matter

(DM) relic density ΩDMh2 determined by the Wilkinson Microwave Anisotropy

Probe (WMAP). DM is assumed to consist solely of the lightest supersymmetric

particle (LSP). As pointed out in Allanach et al. (2006), the accuracy of the DM

constraint results in very narrow steep regions of degenerate χ2 minima as the

system is rather under–constrained. This makes the global fit to all the relev-

ant mSUGRA parameters potentially difficult. If the MSSM is confirmed in the

forthcoming collider data, it will hopefully be possible to break many of these

degeneracies using collider observables such as edges in kinematical distributions.

However, it is expected that one degeneracy will remain from LHC data in the

form of the overall mass scale of the sparticles. We apply the newly developed

MultiNest technique (Feroz & Hobson 2008) to explore this highly degener-

ate parameter space efficiently. With this technique, one can also calculate the

‘Bayesian evidence’ which plays the central role in Bayesian model selection and

hence allows one to distinguish between different models.

Heinemeyer et al. (2008) performed a random scan of 105 points in the para-

meter spaces of mSUGRA, minimal anomaly mediated SUSY breaking (mAMSB)

and minimal gauge mediated SUSY breaking (mGMSB). b and electroweak phys-

ics observables (but not the dark matter relic density) were used to assign a χ2

to each of the points. The resulting minimum χ2 values for each scenario were

then compared in order to select which model is preferred by the data. Unfor-

tunately, the conclusions drawn (that mAMSB is preferred by data) may have

been reversed had the dark matter relic density been included in the χ2 fit. It is

also not clear how accurate the resulting value of minimum χ2 is in each scen-

ario, since the scans are necessarily sparse due to the high dimensionality of the

parameter space1. Recently, several studies of the mSUGRA parameter space

1However, this point could be easily fixed by Heinemeyer et al. (2008) by separating the

points randomly into two equally sized samples and examining the χ2 difference of the minimum

point in each.
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have used Markov Chain Monte Carlo in order to focus on the joint analysis of

indirect constraints from experiment with the ΩDMh2 constraint as determined by

WMAP and other data. We extend this approach by using MultiNest to calcu-

late the Bayesian evidence, which, when compared with fits to different models,

can be used for hypothesis testing. As an example, we consider µ > 0 mSUGRA

versus µ < 0 mSUGRA as alternative hypotheses. In Allanach et al. (2006), the

evidence ratio for these two quantities was calculated using the method of bridge

sampling (Bennett 1976; Gelman & Meng 1998; Neal 2005) in MCMCs. How-

ever, it is not clear how accurate the estimation of the evidence ratio was, and

no uncertainties were quoted. The present approach yields, robustly small un-

certainties on the ratio, for a given hypothesis and prior probability distribution.

Since Allanach et al. (2006), a tension has developed between the constraints

coming from the anomalous magnetic moment of the muon (g − 2)µ, and the

branching ratio of the decay of b quarks into s quarks BR(b → sγ), which favour

opposite signs of µ (Roszkowski et al. 2007b). Roszkowski et al. (2007b), invest-

igated the constraints on continuous parameters for either sign of µ and used

the Bayesian calibrated p–value method (Gordon & Trotta 2007) to get a rough

estimate of the upper limit for the evidence ratio between µ > 0 mSUGRA and

µ < 0 mSUGRA of 10 : 1. We also use the evidence to examine quantitatively

any incompatibilities between mSUGRA parameter inferences coming from three

main constraints: (g−2)µ, BR(b → sγ) and ΩDMh2. Thus we determine to what

extent the three measurements are compatible with each other in an mSUGRA

context. We also update the fits to WMAP5 data for the first time and include

additional b–physics constraints. Recent data point to an increased statistical

significance in the discrepancy between the Standard Model prediction and the

experimental value of (g − 2)µ, and this leads to an additional statistical pull

towards a larger contribution of (g − 2)µ coming from supersymmetry.

Our purpose in this study is two–fold: as well as producing interesting phys-

ical insights, we also aim to gain experience in developing and applying tools

for efficient Bayesian inference, which will prove useful in the analysis of future

collider data.
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mSUGRA parameters 2 TeV range 4 TeV range

m0 60 GeV to 2 TeV 60 GeV to 4 TeV

M1/2 60 GeV to 2 TeV 60 GeV to 4 TeV

A0 –4 TeV to 4 TeV –7 TeV to 7 TeV

tan β 2 to 62 2 to 62

Table 6.1: mSUGRA uniform prior parameter ranges

6.3 The Analysis

Our parameter space Θ contains 8 parameters, 4 of them being the mSUGRA

parameters; m0, M1/2, A0, tan β and the rest taken from the Standard Model

(SM): the QED coupling constant in the MS scheme αMS(MZ), the strong coup-

ling constant αMS
s (MZ), the running mass of the bottom quark mb(mb)

MS and

the pole top mass mt. We refer to these SM parameters as nuisance paramet-

ers. Experimental errors on the mass MZ of the Z0 boson and the muon decay

constant Gµ are so small that we fix these parameters to their central values of

91.1876 GeV and 1.16637 × 10−5 GeV−2 respectively.

For all the models analysed in this work, we used 4,000 live points (see Feroz

& Hobson (2008)) with the MultiNest technique. This corresponds to around

400,000 likelihood evaluations taking approximately 20 hours on 4 3.0 GHz Intel

Woodcrest processors.

6.3.1 The Choice of Prior Probability Distribution

In all cases, we assume the prior is separable, such that

π(Θ) = π(θ1)π(θ2) . . . π(θ8), (6.1)

where π(θi) represents the prior probability of parameter θi. We consider two

initial ranges for the mSUGRA parameters which are listed in Table 6.1. The “2

TeV” range is motivated by a general “naturalness” argument that SUSY mass

parameters should lie within O(1 TeV), since otherwise a fine-tuning in the elec-

troweak symmetry breaking sector results. Deciding which region of parameter

space is natural is obviously subjective. For this reason, we include the “4 TeV”
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SM parameters Mean value Uncertainty Reference

µ σ (exp)

1/αMS 127.918 0.018 Yao et al. (2006)

αMS
s (MZ) 0.1176 0.002 Yao et al. (2006)

mb(mb)
MS 4.20 GeV 0.07 GeV Yao et al. (2006)

mt 170.9 GeV 1.8 GeV Tevatron EW Working Group et al. (2007)

Table 6.2: Constraints on the Standard Model (nuisance) parameters

range results to check the dependence on prior ranges. We consider the branches

µ < 0 and µ > 0 separately.

We impose flat priors on all 4 mSUGRA parameters (i.e. m0, M1/2, A0 and

tan β) for the “2 TeV” and “4 TeV” ranges and both signs of µ. Current con-

straints on SM (nuisance) parameters are listed in Table 6.21. With the means

and 1σ uncertainties from Table 6.2, we impose Gaussian priors on SM (nuis-

ance) parameters truncated at 4σ from their central values. We also perform the

analysis for flat priors in log m0 and log M1/2 for both ranges and both signs of

µ. Since,

∫
d log m0 d logM1/2 p(m0, M1/2|D) =

∫
dm0 dM1/2

p(m0, M1/2|D)

m0M1/2

(6.2)

it is clear that the logarithmic prior measures have a factor 1/(m0M1/2) compared

to the linear prior measure and so it could potentially favour lighter sparticles.

If the data constrains the model strongly enough, lighter sparticles would only

be favoured negligibly. Our main motive in seeing the variation of the fit to the

variation in prior measure is to check the dependence of our results on the choice of

the prior. For robust fits, which occur when there is enough precisely constraining

data, the posterior probability density should only have a small dependence upon

the precise form of the prior measure.

1We note that the experimental constraint on mt is changing quite rapidly as new results

are issued from the Tevatron experiments. The latest combined constraint (released after this

study was first written) is mt = 172.4± 1.2 GeV (Tevatron EW Working Group 2008). Any fit

differences caused in the movement of the central value will be smeared out by its uncertainty,

but we shall mention at the relevant point below where the new value could change the fits.
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Observable Mean value Uncertainty Reference

δaµ × 10−10 29.5 8.8 Miller et al. (2007)

MW 80.398 GeV 27 MeV The LEP Collaborations et al. (2007a)

sin2 θl
w 0.23149 0.000173 The LEP Collaborations et al. (2007b)

BR(b → sγ) × 104 3.55 0.72 Mahmoudi (2007, 2008)

∆o− 0.0375 0.0289 Mahmoudi (2007, 2008)

RBR(Bu→τν) 1.259 0.378 EW radiative B decays (2007)

R∆ms
0.85 0.12 UTfit Collaboration et al. (2006)

Table 6.3: Summary of the Gaussian distributed observables used in the analysis.

For each quantity we use a likelihood function with central mean µ and standard

deviation s =
√

σ2 + τ 2 where σ is the experimental uncertainty and τ is the

theoretical uncertainty. ∆o− represents the isospin asymmetry of B → K∗γ.

RBR(Bu→τν) represents the ratio of the experimental and SM predictions of the

branching ratio of Bu mesons decaying into a tau and a tau neutrino. R∆ms
is the

ratio of the experimental and the SM neutral Bs meson mixing amplitudes. The

non-Gaussian likelihoods for the LEP constraint on Higgs mass, BR(Bs → µ+µ−)

and ΩDMh2 are described later.

6.3.2 The Likelihood

Our calculation of the likelihood closely follows Allanach et al. (2007), with up-

dated data and additional variables included, and is summarised in Table 6.3 and

discussed further below. We assume that the measurements Di of observables

(the ‘data’) used in our likelihood calculation are independent and have Gaussian

errors1, so that the likelihood distribution for a given model (H) is

L(Θ) ≡ P (D|Θ, H) =
∏

i

P (Di|Θ, H), (6.3)

where

P (Di|Θ, H) =
1√
2πσ2

i

exp[−χ2/2] (6.4)

1The experimental constraints the LEP constraint on Higgs mass, BR(Bs → µ+µ−) and

ΩDMh2 likelihood, each described later, are not Gaussian.
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and

χ2 =
(ci − pi)

2

σ2
i

. (6.5)

pi is the “predicted” value of the observable i given the knowledge of the model

H and σ is the standard error of the measurement.

In order to calculate predictions pi for observables from the input parameters

Θ, SOFTSUSY2.0.17 (Allanach 2002) is first employed to calculate the MSSM

spectrum. Bounds upon the sparticle spectrum have been updated and are based

upon the bounds collected in Ruiz de Austri et al. (2006). Any spectrum viol-

ating a 95% limit from negative sparticle searches is assigned a zero likelihood

density. Also, we set a zero likelihood for any inconsistent point, e.g. one which

does not break electroweak symmetry correctly, has a charged LSP, or has ta-

chyonic sparticles. For points that are not ruled out, we then link the mSUGRA

spectrum via the SUSY Les Houches Accord (Skands et al. 2004) (SLHA) to

various other computer codes that calculate various observables. For instance,

micrOMEGAs1.3.6 (Bélanger et al. 2002, 2006), calculates ΩDMh2, the branching

ratio BR(Bs → µ+µ−) and the anomalous magnetic moment of the muon (g−2)µ.

The anomalous magnetic moment of the muon aµ ≡ (g− 2)µ/2 was measured

to be aexp
µ = (11659208.0± 6.3) × 10−10 (Muon & Collaboration: G. W. Bennett

2006). Its experimental value is in conflict with the SM predicted value aSM
µ =

(11659178.5 ± 6.1) × 10−10 from Miller et al. (2007), which includes the latest

QED (Passera 2007), electroweak (Czarnecki et al. 2003), and hadronic (Miller

et al. 2007) contributions to aSM
µ . This SM prediction does not however account

for τ data which is known to lead to significantly different results for aµ, implying

underlying theoretical difficulties which have not been resolved so far. Restricting

to e+e− data, hence using the numbers given above, we find

δ
(g − 2)µ

2
≡ δaµ ≡ aexp

µ − aSM
µ = (29.5 ± 8.8) × 10−10. (6.6)

This excess may be explained by a supersymmetric contribution, the sign of

which is identical in mSUGRA to the sign of the super potential µ parameter

(Chattopadhyay & Nath 1996). After obtaining the one-loop MSSM value of (g−
2)µ from micrOMEGAs v1.3.6, we add the dominant 2-loop corrections detailed

in Heinemeyer et al. (2004a,b); Stöckinger (2007).
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The W boson pole mass MW and the effective leptonic mixing angle sin2 θl
w

are also used in the likelihood. We take the measurements to be (The LEP

Collaborations et al. 2007a,b)

MW = 80.398 ± 0.027 GeV, sin2 θl
w = 0.23149 ± 0.000173, (6.7)

where experimental errors and theoretical uncertainties due to missing higher–

order corrections in SM (Awramik et al. 2004) and MSSM (Haestier et al. 2005;

Heinemeyer et al. 2006) have been added in quadrature. The most up to date

MSSM predictions for MW and sin2 θl
w (Heinemeyer et al. 2006) are finally used

to compute the corresponding likelihoods. A parameterisation of the LEP2 Higgs

search likelihood for various Standard Model Higgs masses is utilised, since the

lightest Higgs h of mSUGRA is very SM-like once the direct search constraints are

taken into account. It is smeared with a 2 GeV assumed theoretical uncertainty

in the SOFTSUSY2.0.17 prediction of mh as described in Allanach (2006).

The experimental value of the rare bottom quark branching ratio to a strange

quark and a photon BR(b → sγ) is constrained to be (Heavy Flavor Averaging

Group et al. 2006):

BR(b → sγ) = (3.55 ± 0.26) × 10−4. (6.8)

The SM prediction has recently moved down quite substantially from (3.60 ±
0.30)×10−4 to (3.15±0.23)×10−4 (Misiak & Steinhauser 2007; Misiak et al. 2007).

This shift was caused by including most of the next-to-next-to-leading order

(NNLO) perturbative QCD contributions as well as the leading non-perturbative

and electroweak effects. We use the publicly available code SuperIso2.0 (Mah-

moudi 2008) (linked via the SLHA to the mSUGRA spectrum predicted) which

computes BR(b → sγ) in the MSSM with Minimal Flavor Violation. We note

that mSUGRA is of such a minimal flavor violating form, and so the assump-

tions present in SuperIso2.0 are the appropriate ones. The computation takes

into account all of the available NLO contributions, including the complete su-

persymmetric QCD corrections to the Wilson coefficients of the magnetic and

chromo-magnetic operators. The recent partial NNLO SM QCD corrections are
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also included by the program. Mahmoudi (2007) derives a 95% interval for the

bounds including the experimental and theory SM/MSSM errors to be

2.07 × 10−4 < BR(b → sγ) < 4.84 × 10−4. (6.9)

For the constraint on BR(b → sγ), we use the mean value of 3.55 × 10−4 and

derive the 1–σ uncertainty from the above given bound to be equal to 0.72×10−4.

We note that this is twice as large as the uncertainty used in another recent global

fit (Roszkowski et al. 2007b), where an enhancement in the posterior density of

the large tanβ region was observed to result from the new constraint.

The new upper 95% C.L. bound on BR(Bs → µ+µ−) coming from the CDF

collaboration is 5.8×10−8. We are in possession of the empirical χ2 penalty for

this observable as a function of the predicted value of BR(Bs → µ+µ−) from old

CDF data when the 95% C.L. upper bound was 0.98×10−8. Here, we assume that

the shape of the likelihood penalty coming from data is the same as presented

in Allanach et al. (2006), but that only the normalisation of the branching ratio

shifts by the ratio of the 95% C.L. upper bounds: 0.58/0.98.

For the ∆o−, isospin asymmetry of B → K∗γ, the 95% confidence level for

the experimental results from the combined BABAR and Belle data combined

with the theoretical errors is (Mahmoudi 2007):

− 0.018 × 10−4 < ∆o− < 0.093 × 10−4, (6.10)

with the central value of 0.0375. We derive the 1–σ uncertainty from the above

given bound to be equal to 0.0289. We use the publicly available code SuperIso2.0

(Mahmoudi 2008) to calculate ∆o−. We neglect experimental correlations between

the measurements of ∆o− and BR(b → sγ). In practice, the ∆o− constraint makes

a much smaller difference than BR(b → sγ) to our fits, and so we expect the inclu-

sion of a correlation to also only have a small effect. The parametric correlations

caused by variations of αs(MZ) and mb(mb) are included by our analysis, since

they are varied as input parameters.

The average experimental value of BR(Bu → τν) from HFAG (EW radiative

B decays 2007) (under purely leptonic modes) is:

BRexp(Bu → τν) = (141 ± 43) × 10−6. (6.11)
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The SM prediction is rather uncertain because of two incompatible empirically

derived values of |Vub|: one being (3.68 ± 0.14) × 10−3. The other comes from

inclusive semi-leptonic decays and is (4.49±0.33)×10−3. These lead to BR(Bu →
τν) values of (0.85 ± 0.13) × 10−4 and (1.39 ± 0.44) × 10−4 respectively. We

statistically average these two by averaging the central values, and then adding

the errors in quadrature and dividing by
√

2. This gives:

BRSM(Bu → τν) = (112 ± 25) × 10−6. (6.12)

Taking the ratio of the experimental and SM values of BR(Bu → τν) gives:

RBR(Bu→τν) = 1.259 ± 0.378. (6.13)

For the MSSM prediction, we use the formulae in Isidori & Paradisi (2006), which

include the large tan β limit of one-loop corrections coming from loops involving

a charged Higgs.

The experimental and SM-predicted values of the neutral Bs meson mixing

amplitude are (EW radiative B decays 2007; UTfit Collaboration et al. 2006):

∆expms = 17.77 ± 0.12 ps−1, ∆SMms = 20.9 ± 2.6 ps−1. (6.14)

Taking the ratio of these two values, we get:

R∆ms
= 0.85 ± 0.12. (6.15)

We use the formulae of Buras et al. (2003) for the MSSM prediction of R∆mS
,

calculating it in the large tan β approximation. The dominant correction comes

from one-loop diagrams involving a neutral Higgs boson.

The WMAP 5–year data combined with the distance measurements from the

Type Ia supernovae (SN) and the Baryon Acoustic Oscillations (BAO) in the

distribution of galaxies gives the Λ-cold dark matter fitted value of the dark

matter relic density (Komatsu et al. 2008):

Ω ≡ ΩDMh2 = 0.1143 ± 0.0034. (6.16)

In the present study, we assume that the dark matter consists of neutralino,

the LSP. Recently, it has been shown that the LSP relic density is highly sensitive
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Figure 6.1: Depiction of our likelihood constraint on the predicted value of ΩDMh2

due to lightest neutralinos, compared to a simple Gaussian with WMAP5 central

value and a 1σ uncertainty of 0.02.

to the pre-Big Bang Nucleosynthesis (BBN) rate and even a modest modification

can greatly enhance the calculated relic density with no contradiction with the

cosmological observations (Arbey & Mahmoudi 2008). It is also possible that

a non-neutralino component of dark matter is concurrently present and indeed

the inclusion of neutrino masses via right-handed neutrinos can change the relic

density prediction somewhat (Barger et al. 2008). We therefore penalise only for

the predicted ΩDMh2 being greater than the WMAP5 + BAO + SN central value.

We define x to be the predicted value of ΩDMh2, c = 0.1143 to be the central

ΩDMh2 value from WMAP5 + BAO + SN observations and s to be the error

on the predicted ΩDMh2 value which includes theoretical as well as experimental

components. We take s = 0.02 in order to incorporate an estimate of higher order

uncertainties in its prediction (Baro et al. 2008) and we define the likelihood as:

L(x ≡ ΩDMh2) =





1

c+
√

πs2/2
, if x < c

1

c+
√

πs2/2
exp

[
− (x−c)2

2s2

]
, if x ≥ c.

(6.17)

A diagram of the resulting likelihood penalty is displayed in Figure 6.1. This

differs slightly from the formulation suggested by one of the authors, for L(x ≡
ΩDMh2) for the case when a non-neutralino component of dark matter is con-

currently present, which drops more quickly than our flat likelihood up until the

peak of WMAP Gaussian likelihood distribution.
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6.4 Results

In this section, we first show our main results on the quantification of the prefer-

ence of the fits for µ > 0. Next, we show some highlights of updated parameter

constraints coming from the fit, finishing with a study on the level of compatibility

of various observables.

6.4.1 Model Comparison

We summarise our main results in Table 6.4 in which we list the posterior model

probability odds, P+/P− for mSUGRA models with µ > 0 and µ < 0, for the two

prior ranges used with flat and logarithmic prior measures as discussed in Section

6.3. The calculation of the ratio of posterior model probabilities requires the prior

probability ratio for the two signs of µ (see Chapter 1), which we have set to unity.

One could easily calculate the ratio P+/P− for a different prior probability ratio

r, by multiplying P+/P− in Table 6.4 with r. From the probability odds listed in

Table 6.4, although there is a positive evidence in favour of mSUGRA model with

µ > 0, the extent of the preference depends quite strongly on the priors used and

the evidence ranges from being relatively strong in the case of logarithmic prior

with “2 TeV” range to weak for flat priors with “4 TeV” range. This dependence

on the prior is a clear sign that the data are not yet of sufficiently high quality

to be able to distinguish between these models unambiguously. Hopefully, the

forthcoming high-quality data from LHC would be able to cast more light on it.

We also show in Table 6.4 for comparison, the probability ratio P+/P− determ-

ined in an earlier MCMC fit using different data (Allanach et al. 2006). We can

see that our determination of the probability ratio favours µ > 0 more strongly

than Allanach et al. (2006). The main factors affecting this are that Allanach

et al. (2006) had an anomalous magnetic moment of the muon less in conflict

with experiment: δaµ = (22 ± 10) × 10−10 as opposed to Eq. 6.6 in the present

analysis, which also includes the additional b-observables: ∆ms, BR(Bu → τν)

and ∆0−. Some other details of the fit were also different in Allanach et al. (2006):

for instance M1/2 < 2 TeV for all fits, and the range of A0 was different. These

ranges will affect the evidence obtained, at least to some degree. Unfortunately,

Allanach et al. (2006) neglects to present statistical errors in the determination
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Prior “2 TeV” “4 TeV”

flat log flat log

log ∆E (our determination) 2.7 ± 0.1 4.1 ± 0.1 1.8 ± 0.1 3.2 ± 0.1

P+/P− (our determination) 15.6 ± 1.1 61.6 ± 4.3 5.9 ± 0.4 24.0 ± 1.7

log ∆E (from Allanach et al. (2006)) 2.1 − 1.8 2.7

P+/P− (from Allanach et al. (2006)) 8.3 − 6.2 14.3

Table 6.4: The posterior probability ratios for mSUGRA model with different

signs of µ. Here we have assumed the prior probabilities of the different signs of

µ to be same. The uncertainties on log ∆E for mSUGRA model with different

signs of µ are the same for different priors, since with the MultiNest technique,

the uncertainty on the evidence value is set by the number of live points and the

stopping criteria (see Feroz & Hobson (2008)) which were the same for different

priors used in this study. The second row shows, for comparison, a previous de-

termination with earlier data using the much less precise bridge sampling method.

Some aspects of this fit were somewhat different to the present work’s approach

and are discussed in the text.

of the ratios of evidence values, a situation which is rectified in Table 6.4. It is

clear from Table 6.4 that the uncertainty in the result of the model comparison

is presently dominated by the prior choice, rather than by the small statistical

uncertainty in the determination of the evidence ratio with MultiNest. It can

however be concluded that present data favour the µ > 0 branch of mSUGRA

with a Bayesian evidence going from weak to moderate, depending on the choice

of prior.

To quantify the extent to which these results depend on (g − 2)µ constraint,

we calculate the Bayesian evidence ratio, for mSUGRA models with µ > 0 and

µ < 0, for the flat “4 TeV” range priors with all the observables discussed in

Section 6.3.2 apart from (g − 2)µ. We find log ∆E = −0.5 ± 0.1 translating into

posterior probability odds P+/P− = 0.61 ± 0.04. This shows that in the absence

of (g − 2)µ constraint, both mSUGRA models with µ > 0 and µ < 0 are equally

favoured by the data. Inclusion of (g − 2)µ constraint causes a shift of 2.3 log

units in favour of µ > 0 for the linear “4 TeV” range prior measure and hence it
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Figure 6.2: The 2-dimensional posterior probability densities in the plane spanned

by mSUGRA parameters: m0, m1/2, A0 and tan β for the linear prior measure

“4 TeV” range analysis and µ > 0. The inner and outer contours enclose 68%

and 95% of the total probability respectively. All of the other parameters in each

plane have been marginalized over.

can be concluded that (g − 2)µ does indeed dominate our model selection results

in favour of µ > 0.

6.4.2 Updated Parameter Constraints

We display the results of the MultiNest fits on the m0 − M1/2 and m0 − tan β

plane posterior probability densities in Figure 6.2 1. Previous global fits in mSU-

GRA have found that the dark matter relic density has the largest effect on

parameter space (Allanach & Lester 2006). In particular, regions where the LSP

annihilates efficiently through some particular mechanism are preferred by the

1The uneven “bobbly” appearance of the 2d marginalized posteriors is due to the small

pixel size used in the marginalized grid; this was required in order to resolve the finest features

in the posterior distributions
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fits. In the left-hand panel, we see that the highest posterior region is where the

stau co-annihilation channel is active at the lowest value of m0, where the lightest

stau co-annihilates very efficiently with the lightest neutralino due to their near

mass degeneracy. Next, in the approximate region 0.5 TeV < m0 < 1.5 TeV,

there is another reasonably high posterior region. In this region, tan β is large

and the LSP is approximately half the mass of the pseudo-scalar Higgs boson

A0. The process χ0
1χ

0
1 → A0 → bb̄ becomes an efficient channel in this region.

For higher values of m0 > 2 TeV, the hyperbolic branch (Chan et al. 1998; Feld-

man et al. 2008) régime reigns, where the LSP contains a significant higgsino

component and annihilation into weak gauge boson pairs becomes quite efficient.

This region dominantly has tanβ > 10, as can be seen in the right-hand panel

of Figure 6.2. All of the qualitative features of previous MCMC global fits (Al-

lanach 2006; Allanach & Lester 2006; Allanach et al. 2006, 2007; Ruiz de Austri

et al. 2006) have been reproduced in the figure, providing a useful validation of

the MultiNest technique in a particle physics context, where the shape of the

multi-dimensional posterior exhibits multi-modality and curving degeneracies. 2-

dimensional marginalizations in other mSUGRA parameter combinations also

agree to a large extent with previous MCMC fits, for both µ > 0 and µ < 0.

However, compared to MCMC fits in Allanach & Lester (2006); Roszkowski et al.

(2007b); Ruiz de Austri et al. (2006), there has been a slight migration for µ > 0:

the stau co-annihilation region has become relatively more favoured than previ-

ously and the hyperbolic branch has become less favoured. This is primarily due

to MW and sin2 θl
w: our calculation includes 2-loop MSSM effects and so we are

able to place smaller errors on the theoretical prediction than Allanach & Lester

(2006); Roszkowski et al. (2007b); Ruiz de Austri et al. (2006). Both of these vari-

ables show a mild preference for a sizable SUSY contribution once these 2-loop

effects are included (Ellis et al. 2006). The pure SOFTSUSY2.0.17 calculation is at

1-loop order and without the additional two loop effects, it displays a preference

for larger SUSY scalar masses (Allanach et al. 2006), thus favouring the hyper-

bolic branch region more. An effect in the opposite direction that comes from

including the NNLO corrections to BR(b → sγ) is possible (Roszkowski et al.

2007b). Large values of m0 in the hyperbolic branch region lead to fairly light

charged Higgs’ in mSUGRA due to charged Higgs-top loops, which may then
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Figure 6.3: The 2-dimensional mSUGRA posterior probability densities in the

plane m0, m1/2 for µ < 0 for (left) the ‘4 TeV range’ linear measure prior analysis

and (right) the ‘4 TeV range’ logarithmic measure prior analysis. The inner and

outer contours enclose 68% and 95% of the total probability respectively. All of

the other parameters in each plane have been marginalized over.

push the branching ratio toward its experimentally preferred range, by adding

constructively to the Standard Model contribution. However, our estimate of the

combined statistical error of BR(b → sγ) in Table 6.3 means that this effect only

has a small statistical pull on the fits, being out-weighed by the effects mentioned

above in the opposite direction. We note here that, as mt as determined from

experiment increases, the focus point region moves to higher values of m0 (Al-

lanach et al. 2000). However, very similar fits to the ones presented here were

performed for mt = 172.6±1.8 GeV, see Figure 2a of Allanach & Hooper (2008),

and the posterior density on the m0 −M1/2 plane did not change much compared

to the present work (which uses mt = 170.9 ± 1.8 GeV).

For µ < 0, the fit prefers a higher posterior probability for the focus point

region compared to Allanach et al. (2006). We show the marginalization of µ < 0
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Figure 6.4: Comparison of µ < 0 and µ > 0 1-dimensional relative posterior

probability densities of mSUGRA parameters for the linear measure prior ‘4 TeV’

range analysis. All of the other input parameters have been marginalized over.

mSUGRA to the m0 − m1/2 plane in Figure 6.3. The left-hand panel shows

the linear measure prior analysis and may be compared directly with Figure 5a

of Allanach et al. (2006), which has the stau co-annihilation region having the

highest posterior density. The increased discrepancy of (g − 2)µ in the present

fit with current data will favour heavier sparticles due to the SUSY contribution

being of the wrong sign for µ < 0 mSUGRA. In the right-hand side, we see how

the fit changes due to a logarithmic measure on the prior. Indeed, the foreseen

shift toward lower values of m0 is significant, the stau co-annihilation channel

being favoured once more. Although there are some similarities with the left-

hand panel, it is clear that the choice of prior measure still has a non-negligible

effect on the fit despite the inclusion of new b-physics observables.

With this fact still in mind, we compare the posterior probability density

function for µ > 0 and µ < 0 in Figure 6.4 for linear measure priors. In Figure
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Figure 6.5: An illustration of tensions between different observables for the mSU-

GRA model. The black (dash-dotted), red (thin solid) and the blue (thick solid)

lines show the relative posterior probability for µ > 0, µ < 0 and the likelihood

respectively for each observable.

6.4, we see the preference for heavier sparticles in the µ < 0 case reflected in

the larger values for the universal scalar and gaugino masses m0 and m1/2. It is

clear from the top left hand panel that any inference made about scalar masses

µ < 0 will be quite sensitive to the exact range taken, since the m0 distribution

is near its maximum at large values close to 4 TeV. On the other hand, the data

constrains m1/2 < 2 TeV robustly. µ < 0 favours large tan β less than µ > 0 since

for large tanβ, (g − 2)µ becomes more negative, with the wrong sign compared

to the data.

As discussed in Chapter 1, one can easily obtain the posterior for the observ-
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µ > 0 µ < 0

Parameter 68% region 95% region 68% region 95% region

mh0 (GeV) (117, 119) (114, 121) (119, 120) (117, 121)

mA0 (TeV) (0.62, 2.12) (0.48, 3.33) (1.08, 3.23) (0.75, 3.75)

mq̃L
(TeV) (1.57, 3.79) (0.93, 4.47) (2.71, 4.18) (2.07, 4.64)

mg̃ (TeV) (1.53, 2.17) (0.95, 3.15) (1.75, 2.45) (1.11, 3.29)

mχ̃0
1

(TeV) (0.19, 0.48) (0.11, 0.68) (0.20, 0.52) (0.13, 0.70)

mχ̃±

1
(TeV) (0.25, 0.86) (0.14, 1.22) (0.22, 0.88) (0.15, 1.26)

mẽR
(TeV) (0.69, 3.34) (0.21, 3.91) (2.09, 3.75) (0.93, 3.97)

Table 6.5: sparticle mass ranges for linear ‘4 TeV’ analysis corresponding to 68%

and 95% of posterior probability.

ables, which are derived from the model parameters, from the posterior of the

model parameters. Figure 6.5 displays the statistical pulls of the various observ-

ables. In the absence of any tension between the constraints or volume effects,

one would expect the posterior curves to lie on top of the likelihood curves rep-

resenting the experimental data used in the analysis (see also Roszkowski et al.

(2007a)). In order to separate the volume effects from pulls originating from data,

the likelihood profile could be used (Allanach et al. 2007). Here though, we just

comment on the combined effect from the two mechanisms. We see that ΩDMh2

has a preference for being rather small, but non-zero for either sign of µ. Since

any value below ΩDMh2 = 0.1143 is not penalised by the likelihood penalty we

have used, this may be ascribed to a combination of volume effects (where there

is simply more volume of parameter space with a small relic density) and pull

toward those region from the other observables. The biggest disparity between

the experimental data and the posterior probability distribution is observed for

the δaµ constraint, which can only be near its central measured value for light

sparticles and large tan β. Many of the other constraints are pulling toward large

values of the masses, where the volume of parameter space is larger, and so small

values of |δaµ| are preferred. We see a slight preference for µ < 0 from the

BR(b → sγ) constraint, as expected from the discussion in Section 6.4.2 and

Roszkowski et al. (2007b), but this is too small to outweigh the effects of δaµ,
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as shown previously by our estimate of P+/P−. The figure shows that the ratio

R∆ms
, of the MSSM prediction of the Bs mass splitting to the SM prediction is

really not active, i.e. it does not vary across allowed mSUGRA parameter space,

and so does not have an effect on the posterior density.

We list the sparticle mass ranges for linear ‘4 TeV’ analysis corresponding to

68% and 95% of the posterior probability in Table 6.5.

6.4.3 Consistency Check between Different Constraints

It is clear from Figure 6.5 that δaµ and BR(b → sγ), both important observables,

are pulling in opposite directions. We choose the ‘strongly preferred’ value of µ >

0 for our analysis. In order to check whether the observables (g−2)µ and BR(b →
sγ) provide consistent information on the µ > 0 branch of mSUGRA parameter

space, calculation of the parameter R as given in Eq. 1.15 is required. In order to

carry out this calculation, we impose linear ‘4 TeV’ priors. In Figure 6.6, we plot

the posterior probability distributions for the m0−m1/2 and m0−tan β planes for

the analysis with ΩDMh2, (g−2)µ and BR(b → sγ) individually. From the figure,

we see that the 68% probability regions preferred by the δaµ and BR(b → sγ) data

are a little different as expected for µ > 0, since δaµ prefers light SUSY particles

whereas the BR(b → sγ) datum prefers heavy ones in the hyperbolic branch

region. Nevertheless, some overlap in the 95% probability regions is favoured by

these two data–sets. One would then expect the inconsistency between BR(b →
sγ) and (g − 2)µ not to be highly significant. We evaluate

log R = −0.32 ± 0.04, (6.18)

showing very small evidence for inconsistency between (g−2)µ and BR(b → sγ).

Since ΩDMh2 plays such a dominant role in shaping the posterior, we next

check consistency between all three constraints in mSUGRA. We perform the

analysis in the same manner as described above and evaluate R to be:

log R = 0.61 ± 0.06, (6.19)

showing no evidence for inconsistency between (g−2)µ, BR(b → sγ) and ΩDMh2.
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These results can be seen qualitatively in the 2-D posterior for the joint ana-

lysis of (g − 2)µ, BR(b → sγ) and ΩDMh2 in Figure 6.6. It can be seen that the

joint posterior lies precisely in the region of overlap between posteriors for the

analysis of these three data–sets separately. As shown in Section 1.5.1, in the

presence of any inconsistency between different data–sets, the joint posterior can

be seen to exclude the high posterior probability regions for the analysis with the

data–sets separately which is not the case here and consequently we do not find

a strong evidence for inconsistency between (g − 2)µ, BR(b → sγ) and ΩDMh2

data–sets.

We now treat all the observables D̃, apart from (g − 2)µ, BR(b → sγ) and

ΩDMh2 as additional priors on the mSUGRA parameter space in order to see

whether these have any effect on the consistency between (g − 2)µ and BR(b →
sγ). Eq. 1.15 then becomes:

R =
P ((g − 2)µ, BR(b → sγ)|D̃, H1)

P ((g − 2)µ|D̃, H0)P (BR(b → sγ)|D̃, H0)
, (6.20)

where the H1 hypothesis states that mSUGRA jointly fits the two observables,

whereas H0 states that the two observables prefer different regions of parameter

space.

Since the measurements Di of the observables used in the likelihood are inde-

pendent,

P ((g − 2)µ, BR(b → sγ)|D̃, H1) =
P ((g − 2)µ, BR(b → sγ), D̃|H1)

P (D̃|H1)
, (6.21)

P ((g − 2)µ|D̃, H0) =
P ((g − 2)µ, D̃|H0)

P (D̃|H0)
, (6.22)

P (BR(b → sγ)|D̃, H0) =
P (BR(b → sγ), D̃|H0)

P (D̃|H0)
, (6.23)

where P (D̃|H0) = P (D̃|H1) is the Bayesian evidence for the analysis of µ > 0

branch of mSUGRA model with D̃, all the observables apart from (g − 2)µ,

BR(b → sγ) and ΩDMh2. Hence, to evaluate R, we calculate the Bayesian evid-

ence for the joint as well as individual analysis with D̃, (g−2)µ and BR(b → sγ).

165



6.4 Results

0.5 1 1.5 2

0.5

1

1.5

2

2.5

3

3.5

4

m1/2 (TeV)
m

0
(T

eV
)

(a)

10 20 30 40 50 60

0.5

1

1.5

2

2.5

3

3.5

4

m
0

(T
eV

)

tanβ

(b)

0.5 1 1.5 2

0.5

1

1.5

2

2.5

3

3.5

4

m1/2 (TeV)

m
0

(T
eV

)

(c)

10 20 30 40 50 60

0.5

1

1.5

2

2.5

3

3.5

4

m
0

(T
eV

)

tanβ

(d)

0.5 1 1.5 2

0.5

1

1.5

2

2.5

3

3.5

4

m1/2 (TeV)

m
0

(T
eV

)

(e)

10 20 30 40 50 60

0.5

1

1.5

2

2.5

3

3.5

4

m
0

(T
eV

)

tanβ

(f)

0.5 1 1.5 2

0.5

1

1.5

2

2.5

3

3.5

4

m1/2 (TeV)

m
0

(T
eV

)

(g)

10 20 30 40 50 60

0.5

1

1.5

2

2.5

3

3.5

4

m
0

(T
eV

)

tanβ

(h)

(i)

Figure 6.6: The 2-dimensional posterior probability distributions of µ > 0 branch

of mSUGRA with: from top to bottom, ΩDMh2, BR(b → sγ), δaµ, and joint

analysis of all three. The inner and outer contours enclose 68% and 95% of the

total probability respectively. All of the other input parameters in each plane

have been marginalized over.
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We evaluate

log R = 0.28 ± 0.15, (6.24)

showing that even the slight inconsistency found between (g − 2)µ, BR(b → sγ)

without treating D̃ as additional priors on mSUGRA model, has now vanished

which means that D̃ data–sets have cut-off the discrepant regions of the two

constraints.

6.5 Summary and Conclusions

Bayesian analysis methods have been used successfully in astronomical applica-

tions (Bassett et al. 2004; Beltrán et al. 2005; Bridges et al. 2006a; Hobson &

McLachlan 2003; Marshall et al. 2003; Mukherjee et al. 2006; Slosar et al. 2003;

Trotta 2007a,b, 2008). However, the application of Bayesian methods to problems

in particle physics is less established, due perhaps to the highly degenerate and

multi-modal parameter spaces which present a great difficulty for the standard

MCMC based techniques. Bank sampling (Allanach & Lester 2007) provides a

practical means of MCMC parameter estimation and evidence ratio estimation

under such circumstances, but it cannot calculate the evidence itself. We have

shown that the MultiNest technique not only handles these complex distribu-

tions in a highly efficient manner but also allows the calculation of the Bayesian

evidence enabling one to perform the model comparison. This could be of great

importance in distinguishing different beyond the Standard Model theories, once

high quality data from the LHC becomes available.

Our central results are summarised in Table 6.3. It is clear that, in global

mSUGRA fits to indirect data, µ > 0 is somewhat preferred to µ < 0, mainly

due to data from the anomalous magnetic moment of the muon, which outweighs

the preference for µ < 0 from the measured branching ratio of a b quark into an

s quark and a photon and the SM prediction when some of the NNLO QCD con-

tributions are included. For a given measure and range of the prior, the evidence

ratio between the different signs of µ is accurately determined by the MultiNest

technique. Despite additional data from the b−sector and the anomalous mag-

netic moment of the muon having a higher discrepancy with the Standard Model
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prediction, there is still not enough power in the data to make the fits robust

enough. We see a signal of this in the fact that the evidence ratio P+/P− is

highly dependent upon the measure and range of the prior distribution of mSU-

GRA parameters. We obtain P+/P− = 6 − 61 depending upon which range and

which measure is chosen. All of these values exhibit positive evidence, but on the

scale summarised in Table 1.3, ‘weak’ evidence is characterised as being bigger

than 3, ‘moderate’ as bigger than 12. Thus we cannot unambiguously conclude

that the evidence is strongly in favour of µ > 0. A further test also suggested

that within one prior measure and range, and for µ > 0, the tension between the

observables (g − 2)µ and BR(b → sγ) is not statistically significant.
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Chapter 7

Future Work

In this final chapter I would like to briefly outline the areas discussed in this

thesis that are likely to be expanded upon in future.

7.1 Analysis Methods

The Bayesian analysis methods discussed in this thesis have been shown to work

efficiently for complex problems with moderate number of dimensions. There is

a whole class of interesting inference problems in science whose dimensionality

is of order thousands e.g. the protein structure prediction problem in biochem-

istry. These problems are generally handled as optimization problems with the

aim of finding the global optimum. The analysis techniques used for such prob-

lems are variants of MCMC methods like simulated annealing (Kirkpatrick et al.

1983) and parallel tempering (Lyubartsev et al. 1996; Marinari & Parisi 1992)

coupled with some objective function transformation techniques like stochastic

tunneling (Wenzel & Hamacher 1999) and basin hopping (Nayeem et al. 2004).

Most of these problems experience the freezing problem associated with chains

getting stuck in local optima. For some problems not only the global but also

the local optima are interesting e.g. in the protein structure prediction problem,

the global optimum corresponds to the native state of the protein but some of

the local optimum states are associated with some diseases and therefore the

study of these local optima is interesting on their own. A key feature of nested

sampling is that it does not suffer from any such freezing problems and hence it
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provides a very promising solution for problems where local as well global optima

are interesting. The most challenging task in implementing a nested sampling

algorithm is drawing samples from the prior within the hard constraint L > Li

at each iteration i. We have shown that the MultiNest technique based on el-

lipsoidal decomposition of the iso–likelihood surface is quite efficient for problems

with moderate dimensionality but clearly it would be sub–optimal for extremely

high–dimensional parameter spaces. We have done some work in replacing the

ellipsoidal sampling with some other Monte Carlo methods with mixed results.

We would like to explore this avenue further in a future study.

Bayesian analysis in cosmology and particle physics is computationally de-

manding. Much work has already been done in the Astrophysics group to improve

the efficiency of inference problems by training multilayer perceptron neural net-

works to ‘learn’ how observables such as CMB spectrum changes with the input

parameters. This resulted in the development of a code called CosmoNet (Auld

et al. 2006, 2007). By sampling from the prior, the nested sampling technique

provides an ideal way to collect the training data for neural networks. The set of

samples considered by nested sampling can be given as training data to the neural

network in batches after every few iterations. This way the network is gradually

trained on higher likelihood regions as the sampling proceeds. The training ac-

curacy can be evaluated and once the network has been trained to sufficient

accuracy, the likelihood values can be obtained from the neural network rather

than from the computationally expensive likelihood code. In such a way, at the

completion of nested sampling, one would have the posterior samples, Bayesian

evidence as well a trained neural network that can further be used to check for

some sampling coverage statsitics. In collaboration with Michael Bridges (Cav-

endish, Cambridge), we have already developed a clustering scheme to accelerate

the network training and we plan to work on developing an online training scheme

and coupling the neural network with the MultiNest technique in future.
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folatti, L. & González-Nuevo, J. (2005). Predictions for high-frequency

radio surveys of extragalactic sources. A&A, 431, 893–903. 128

Dempster, A.P., Laird, N.M. & Rubin, D.B. (1977). Maximum likelihood

from incomplete data via the em algorithm. Journal of the Royal Statistical

Society. Series B (Methodological), 39, 1–38. 92

Dickinson, C., Battye, R.A., Carreira, P., Cleary, K., Davies,

R.D., Davis, R.J., Genova-Santos, R., Grainge, K., Gutiérrez,

C.M., Hafez, Y.A., Hobson, M.P., Jones, M.E., Kneissl, R., Lan-

caster, K., Lasenby, A., Leahy, J.P., Maisinger, K., Ödman, C.,
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